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Model-based Speech Separation and Recognition 

Motivation 

! Structure is fundamental to data processing 
–  Information Theory 

– Signal processing (Nyquist, Sparse coding, ICA,..) 

– Machine learning (Graphical models, Deep Networks,…) 

– Optimization (Tractability, Convergence guarantees) 

! Structure can be inherent, imposed, or both 
– Time and time again, we find the (the right) structural 

formulation delivers speed and performance 
– How do we identify these structures (both explicitly, and 

implicitly)? 
 

 



Model-based Speech Separation and Recognition 

Today we will discuss: 

! Model-based Speech Separation/Recognition 
– Factorial models for source separation 

! Deep Learning Machines 
– Factorial DNNs 

– Sum-product and Maxout networks 

– Constrained DNNs, Annealed dropout, and generalizations 

! Matrix calculus and automatic differentiation 
– Sparse covariance selection 

– The structure of the Hessian of scalar-matrix functions 

– Efficient optimization and automatic differentiation 

Outline 



Model-based Speech Separation and Recognition 

!  Noise-robust Automatic Speech Recognition (ASR) 

!  Noise-robust Multi-talker ASR 

!  Signal Separation/Isolation/Analysis/Decomposition 

Some Applications 

Motivation 

mobile  
computing 

surveillance 

signal re-composition/editing 

acoustic forensics 

robust audio search 

artificial perception 

enhanced  
hearing  
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!  Multiple sources of interference, including speech 
–  Computational explosion in the number of possible 

“acoustic states” of the environment 
–  This makes data acquisition difficult 

–  This makes statistical data analysis difficult 

Why is Robust ASR hard? 
 

PLACE GREEN WITH B 8 SOON LAY BLUE AT P ZERO NOW PLACE RED IN H 3 NOW PLACE WHITE AT D ZERO SOON 

Audio demos: http://researcher.watson.ibm.com/researcher/view_project.php?id=2819 
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4 Combinatorial Considerations  

S o u r c e M o d e l s : 
- f e a t u r e s x n 

- s t a t e s s n 

- functions of  
connected variables 

s 1 

x 1 

p(x1|s1)

p(sN )
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4 Combinatorial Considerations  

s n 

x n 

s N 

x N 

s 1 

x 1 

y - functions of  
connected variables 

p(x1|s1) p(xn|sn) p(xN |sN )

p(sN ) p(sn) p(s1)

Inference 

p(y|{xi})

O(
Y

i

|si|)

Interaction function 
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5 Factorial Models of Noisy Speech 

BIN      WHITE      BY      Z      8      AGAIN BIN      GREEN      WITH      A      2      SOON SET      GREEN      IN      F      2      NOW LAY      RED      WITH      C      1      PLEASE  

BIN      WHITE      BY      Z      8      AGAIN 
SET      GREEN      IN      F      2      NOW 

),|( nxyp

x dB 

n 
dB

 

Traffic Noise 
Engine Noise 

Speech Babble 
Airport Noise 

Car Noise 
Music 

Speech 
Speech 

Speech 
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8 SSC Model 
Grammar FSM 
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Acoustic Transition 
Probabilities 

Acoustic Model (GMM) 

LM to acoustic state 
model: 
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7 Pascal Speech Separation Challenge: 
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Examples: 

Mixture 

2006: Factorial HMMs achieve super-human performance on the SSC.  

Tampere  

[3] Hershey, J. R., Rennie, S. J., Olsen, P. A., & Kristjansson, T. T. (2010). Super-human multi-talker speech 
recognition: A graphical modeling approach. Computer Speech & Language, 24(1), 45-66. 
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11 

µ

Signal Interaction (two sources) 

!  Time domain 

!  Spectrum 

!  Power spectrum 

!  Log spectrum 
–  Let y = log|Y|2  be the log power 

y = log
µ
ex + en + 2e

x + n
2 cos( µ)

¶

exp(x )

Y f = X f + N f 

y ( t ) = x ( t ) + n ( t ) 
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! Log-sum approximation [VTS, CDCN] 

! Max approximation 

– Nadas, Picheny & Nahamoo (88), Varga and Moore (90), 
Roweis (04) and others 

–  It turns out, for uniformly dist. phase (Radfar 06) 

12 

Approximate interaction functions 
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! = !/2: |Y|= sqrt(|X|2 + | N|
2) 
! = 0: |Y|=|X| + | N| 

Empirical interaction 

!  Strong phase interaction 
in  high-res. spectrum 

!  Averaging reduces dist. 
variance. 

 

!  Cost is spectral 
resolution 

),|( nxyp

x dB 

n 
dB

 

[1] Hershey, J. R., Rennie, S. J., & Le Roux, J. (2012). Factorial Models for Noise Robust Speech Recognition.  
Techniques for Noise Robustness in Automatic Speech Recognition, 311-345. 
 

13 
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14 

Max Interaction: 
G i v e n : 

T h e n : 
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15 

Factorizations of exact posterior 
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Structured mean-field approximations 
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17 

Factorization of variational posteriors I. 
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18 

Factorization of variational posteriors II. 

[5] Rennie, S., Hershey, J., and Olsen P . "Hierarchical variational loopy belief propagation for multi-
talker speech recognition." ASRU, 2009.  
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19 

Results on the first Speech Separation Challenge 
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20 

4 Speaker Separation 

4 speaker mixture 

speaker 4 original 

speaker 4 estimated 
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21 

4 Speaker Separation 

4 speaker mixture 

speaker 4 mask 

speaker 4  
estimated mask 
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3 Speaker Demo 

BIN    WHITE    AT    S    6    NOW 

LAY   GREEN   IN   J    ZERO    AGAIN 

LAY    RED    IN    I    1    NOW 

BIN    WHITE    AT    S    6    NOW LAY    RED    IN    I    1    NOW LAY   GREEN   IN   J    ZERO    AGAIN 

SNR = -4.8  dB 

SNR =  0    dB 

SNR = -4.8  dB 

Exact inference/marginals: over 1 billion masks to compute 

Approximate Inference: Only 1024 masks 
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4 Speaker Demo 

PLACE GREEN WITH B 8 SOON 

LAY BLUE AT P ZERO NOW 

PLACE RED IN H 3 NOW 

PLACE WHITE AT D ZERO SOON 

PLACE GREEN WITH B 8 SOON LAY BLUE AT P ZERO NOW PLACE RED IN H 3 NOW PLACE WHITE AT D ZERO SOON 

0 dB 

-7 dB 

Exact inference/marginals: over 1 trillion masks to compute 
Approximate Inference: Only 1024 masks 

-7 dB 

-7 dB 



Model-based Speech Separation and Recognition 

24 

4 Speaker Demo 

PLACE GREEN WITH Y 4 NOW  

BIN RED WITH Z 4 SOON 

BIN WHITE WITH T 6 PLEASE 

SET BLUE BY A 8 NOW 

PLACE GREEN WITH Y 4 NOW  BIN RED WITH Z 4 SOON BIN WHITE WITH T 6 PLEASE SET BLUE BY A 8 NOW 

0 dB 

-7 dB 

-7 dB 

-7 dB 
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Beyond Two Sources 

PLACE GREEN WITH B 8 SOON 

LAY BLUE AT P ZERO NOW 

PLACE RED IN H 3 NOW 

PLACE WHITE AT D ZERO SOON 

PLACE GREEN WITH B 8 SOON LAY BLUE AT P ZERO NOW PLACE RED IN H 3 NOW PLACE WHITE AT D ZERO SOON 

0 dB 

-7 dB 

!  Excellent separation using a variational posterior with 1K masks/frame 

-7 dB 

-7 dB 

2009: New variational methods can separate data with trillions of states 

[4] Rennie, S., Hershey, J., Olsen, P., Single Channel Multi-talker Speech Recognition: Graphical 
Modeling Approaches. IEEE Signal Processing Magazine, Vol. 27:6, November 2010. 

Audio demos: http://researcher.watson.ibm.com/researcher/view_project.php?id=2819 
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13 Factorial RBMs for robust ASR 

!  Learn parts-based models  

– Distributed states 
•  Compositional model  
•  Better generalization 

!  Leverage known interactions 

–  Instead of learning the transformation 
from noisy speech to clean speech 
again and again 

Motivation: 
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14 Review: Restricted Boltzmann Machines 

! A Markov Random Field (MRF) 
– Two layers, no connections between hidden layer nodes 

– For binary hidden, Gaussian visible units: 

– Form of conditional posterior of hidden units 

FACTORIAL HIDDEN RESTRICTED BOLTZMANN MACHINES FOR NOISE ROBUST
SPEECH RECOGNITION

Steven J. Rennie⋆ Petr Fousek† Pierre L. Dognin⋆

⋆ IBM T.J. Watson Research Center, Yorktown Heights, N.Y., U.S.A.
† IBM Czech Republic, Prague 4, Czech Republic

ABSTRACT
We present the Factorial Hidden Restricted Boltzmann

Machine (FHRBM) for robust speech recognition. Speech
and noise are modeled as independent RBMs, and the in-
teraction between them is explicitly modeled to capture how
speech and noise combine to generate observed noisy speech
features. In contrast with RBMs, where the bottom layer of
random variables is observed, inference in the FHRBM is in-
tractable, scaling exponentially with the number of hidden
units. We introduce variational algorithms for efficient ap-
proximate inference that scale linearly with the number of
hidden units. Compared to traditional factorial models of
noisy speech, which are based on GMMs, the FHRBM has the
advantage that the representations of both speech and noise
are highly distributed, allowing the model to learn a parts-
based representation of noisy speech data that can generalize
better to previously unseen noise compositions. Preliminary
results suggest that the approach is promising.

Index Terms— Robust Speech Recognition, Source Sep-
aration, Deep Belief Networks, Restricted Boltzmann Ma-
chines, Variational Methods.

1. INTRODUCTION

Restricted Boltzmann machines (RBMs) have recently been
applied to several well established problems in machine learn-
ing and signal processing, with great success. In Automatic
Speech Recognition (ASR), Deep Belief Networks (DBNs) of
RBMs have been applied to large vocabulary speech recog-
nition (LVCSR) and phone recognition, outperforming (or
improving) systems that utilize the de facto Gaussian Mix-
ture Model (GMM) of speech acoustics. DBNs of RBMs
represent phenomena using a distributed state representation,
which has extraordinary modeling power, but yet facilitates
efficient inference. As such, RBMs 1 are a general tool for
modeling, and can extract and represent highly non-linear
and complex phenomena. However, when the relationships
between real-world variables are well understood, this knowl-
edge can and should be leveraged.

1RBMs will be used to refer to DBNs of RBMs often from this point
forward, for simplicity.

Model-based approaches to robust ASR that utilize ex-
plicit models of noise, channel distortion, and their interaction
with speech are a well established and continually evolving
research paradigm in robust ASR. Many interesting and ef-
fective approximate modeling and inference techniques have
been developed to represent these acoustic entities, and the
reasonably well understood but complicated interactions be-
tween them [1, 2, 3, 4]. In this paper, we consider the use
of RBMs as models of (clean) speech and noise, and their
integration with explicit models of how speech and noise in-
teract to define Factorial Hidden Restricted Boltzmann Ma-
chines (FHRBMs) for robust speech recognition.

2. RESTRICTED BOLTZMANN MACHINES

An RBM is a Markov Random Field (MRF) with one layer of
hidden random variables h, and one layer of visible random
variables v [5, 6]. RBMs are distinguished by the characteris-
tic that the hidden variables are not connected to one another.
An RBM with Gaussian visible variables and Bernoulli hid-
den variables has log probability:

log p(v,h) = −
V
!

i=1

(vi − bi)2

2σ2
i

+
H
!

j=1

ajhj +

V
!

i=1

H
!

j=1

ωijvihj − Z (1)

where V andH are the number of visible and hidden random
variables, respectively. Here Z is a normalization constant
(the log partition function), and bi, σ2

i , wij , and aj ∀i, j are
the parameters of the model.

The posterior probability that a given hidden unit is on is:

p(hj = 1|v) =

"

h ̸=hj
exp(log p(v,h))

"

h
exp(log p(v,h))

= sig(aj +
V
!

i=1

ωijvi) (2)

where sig(x) = 1
1+exp(−x) . This corresponds to the activity

of a node in a feed-forward neural net.
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15 Review: RBMs (cont�d) 

– Form of conditional prior of a visible unit 
 

– Can be represented as a mixture of        Gaussians 

– Mixture can evaluated in time linear in the number of 
hidden units (due to factorial structure) 

The conditional probability of vi is:

p(vi|h) =
exp(−(vi−bi)

2

2σ2

i
+
!H

j=1 ωijvihj)
"

vi
exp(− (vi−bi)2

2σ2

i
+
!H

j=1 ωijhj)
(3)

= N (vi; bi + σ2
i

H
#

j=1

ωijhj ;σ
2
i ), (4)

which reveals that p(v|h) is a diagonal covariance Gaussian,
with fixed covariance. Thus an RBM as defined above im-
plements a mixture of Gaussians representation of the data v,
and has hidden state h, which is the configuration of a col-
lection of binary random variables. This highly distributed
representation of the data implements a mixture of 2H diag-
onal covariance gaussians, but can be evaluated exactly given
v in time linear in the number of hidden units, H , due to its
factorial structure. This is clear from the form of the posterior
of h, which factors, as shown in (2).

3. FACTORIAL HIDDEN RBMS

We take a model-based approach to noise robust speech
recognition, and explicitly represent the probability distri-
bution function (PDF) of speech and noise with the RBMs
described above. In this model, both the noise features, vn,
and the speech features, vx, are unobserved, and must be
estimated based on observed mixed data y. The relationship
between the speech, noise, and mixture, is captured using an
interaction model, p(y|vx,vn).

Exact inference in FHRBMs scales exponentially with the
total number of hidden units in the factorial hidden RBM,
Hn + Hx, since the “visible” units of the speech and noise
RBMs are not actually observed, and the interaction model,
p(y|vx,vn), is generative. Complicating matters further is
the fact that the interaction model must typically be approx-
imated on a context-dependent basis to make inference ana-
lytically and computationally tractable. For example, the in-
teraction model (8) is highly non-linear, and so is generally
approximated uniquely for every combination of speech and
noise states. This issue we will return to shortly.

4. EFFICIENT INFERENCE USING VARIATIONAL
METHODS

For any given distribution q(h,v) over the hidden random
variables of the speech and noise RBMs (v = {vx,vn},h =
{hx,hn}), we can define the following lower-bound on the
log probability of the observed data y:

log p(y) = log
#

h,v

p(hx,vx)p(hn,vn)p(y|vx,vn) (5)

≥
#

h,v

q(h,v) log
p(hx,vx)p(hn,vn)p(y|v)

q(h,v)
(6)

= Eq(hx,vx)[log p(h
x,vx)] + Eq(hn,vn)[log p(h

n,vn)]

+Eq(vx,vn)[log p(y|v)] +Hq(h,v) ≡ L (7)

where Eq(x)[f(x)] denotes the expected value of f(x) w.r.t
the probability distribution q(x), and Hq(x) denotes the en-
tropy of q(x). If q(h,v) = p(h,v|y) the bound is tight, but
p(h,v|y), as discussed previously, is intractable to compute.
To make inference tractable, we factor the form of q, which
makes determining its parameters tractable.

4.1. Mean-field approximation using the log-sum model

We assume the following approximate interaction between
speech and noise in the log Mel power spectral domain [2]:

p(y|vx,vn) =
$

f

N (yf ; g(vf ),ψ
2
f ), (8)

g(vf ) = log(exp(vxf ) + exp(vnf )) (9)

where vf = [vxf vnf ]
T , ψf models noise in the representa-

tion, which ignores phase interactions, and f is a frequency
subscript.

To make inference tractable, we assume a posterior distri-
bution q of the form:

q(hx,vx,hn,vn) =
$

f

q(vxf , v
n
f )

Hx
$

j=1

q(hx
j )

Hn
$

k=1

q(hn
k )

=
$

f

N (vf ;µf ,Φf )
$

s=x,n

Hs
$

j=1

(γhs
j
)h

s
j (1− γhs

j
)1−hs

j (10)

where γhs
j
= q(hs

j = 1), and ()h
s
j denotes exponentiation by

binary random variable hs
j . In this work, we assume that Φf

is diagonal.
Substituting this parameterization of q into (6), and as-

suming p(y|vx,vn) as given in (8) (the log-sum approxima-
tion), we obtain a lower bound L, that can be optimized to
identify the parameters of q. Unfortunately L does not have
a simple form in these parameters. To overcome this, we ap-
proximate p(y|vx,vn) as follows:

p(y|vx,vn) ≈
$

f

N (yf ; g(µf ) + (vf − µf )
T df ,ψ

2
f ), (11)

where df = [dvx
f
dvn

f
]T = ∂g

∂vf

%

%

%

vf=µf

is defined based on

the current estimates of the speech and noise features (µf ).
Note that, in contrast with the approximations in [2, 3], which
compute a Gaussian estimate of the posterior distribution of
the speech and noise features for every combination of speech
and noise states, here we approximate this posterior as Gaus-
sian, since an FHRBM has 2Hx+Hn unique states. This makes

The conditional probability of vi is:
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total number of hidden units in the factorial hidden RBM,
Hn + Hx, since the “visible” units of the speech and noise
RBMs are not actually observed, and the interaction model,
p(y|vx,vn), is generative. Complicating matters further is
the fact that the interaction model must typically be approx-
imated on a context-dependent basis to make inference ana-
lytically and computationally tractable. For example, the in-
teraction model (8) is highly non-linear, and so is generally
approximated uniquely for every combination of speech and
noise states. This issue we will return to shortly.

4. EFFICIENT INFERENCE USING VARIATIONAL
METHODS

For any given distribution q(h,v) over the hidden random
variables of the speech and noise RBMs (v = {vx,vn},h =
{hx,hn}), we can define the following lower-bound on the
log probability of the observed data y:

log p(y) = log
#

h,v

p(hx,vx)p(hn,vn)p(y|vx,vn) (5)

≥
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x,vx)] + Eq(hn,vn)[log p(h

n,vn)]

+Eq(vx,vn)[log p(y|v)] +Hq(h,v) ≡ L (7)

where Eq(x)[f(x)] denotes the expected value of f(x) w.r.t
the probability distribution q(x), and Hq(x) denotes the en-
tropy of q(x). If q(h,v) = p(h,v|y) the bound is tight, but
p(h,v|y), as discussed previously, is intractable to compute.
To make inference tractable, we factor the form of q, which
makes determining its parameters tractable.

4.1. Mean-field approximation using the log-sum model

We assume the following approximate interaction between
speech and noise in the log Mel power spectral domain [2]:

p(y|vx,vn) =
$

f

N (yf ; g(vf ),ψ
2
f ), (8)

g(vf ) = log(exp(vxf ) + exp(vnf )) (9)

where vf = [vxf vnf ]
T , ψf models noise in the representa-

tion, which ignores phase interactions, and f is a frequency
subscript.

To make inference tractable, we assume a posterior distri-
bution q of the form:
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where γhs
j
= q(hs

j = 1), and ()h
s
j denotes exponentiation by

binary random variable hs
j . In this work, we assume that Φf

is diagonal.
Substituting this parameterization of q into (6), and as-

suming p(y|vx,vn) as given in (8) (the log-sum approxima-
tion), we obtain a lower bound L, that can be optimized to
identify the parameters of q. Unfortunately L does not have
a simple form in these parameters. To overcome this, we ap-
proximate p(y|vx,vn) as follows:

p(y|vx,vn) ≈
$

f

N (yf ; g(µf ) + (vf − µf )
T df ,ψ

2
f ), (11)

where df = [dvx
f
dvn

f
]T = ∂g

∂vf

%

%

%

vf=µf

is defined based on

the current estimates of the speech and noise features (µf ).
Note that, in contrast with the approximations in [2, 3], which
compute a Gaussian estimate of the posterior distribution of
the speech and noise features for every combination of speech
and noise states, here we approximate this posterior as Gaus-
sian, since an FHRBM has 2Hx+Hn unique states. This makes
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which reveals that p(v|h) is a diagonal covariance Gaussian,
with fixed covariance. Thus an RBM as defined above im-
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representation of the data implements a mixture of 2H diag-
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v in time linear in the number of hidden units, H , due to its
factorial structure. This is clear from the form of the posterior
of h, which factors, as shown in (2).
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We take a model-based approach to noise robust speech
recognition, and explicitly represent the probability distri-
bution function (PDF) of speech and noise with the RBMs
described above. In this model, both the noise features, vn,
and the speech features, vx, are unobserved, and must be
estimated based on observed mixed data y. The relationship
between the speech, noise, and mixture, is captured using an
interaction model, p(y|vx,vn).
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total number of hidden units in the factorial hidden RBM,
Hn + Hx, since the “visible” units of the speech and noise
RBMs are not actually observed, and the interaction model,
p(y|vx,vn), is generative. Complicating matters further is
the fact that the interaction model must typically be approx-
imated on a context-dependent basis to make inference ana-
lytically and computationally tractable. For example, the in-
teraction model (8) is highly non-linear, and so is generally
approximated uniquely for every combination of speech and
noise states. This issue we will return to shortly.
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{hx,hn}), we can define the following lower-bound on the
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the probability distribution q(x), and Hq(x) denotes the en-
tropy of q(x). If q(h,v) = p(h,v|y) the bound is tight, but
p(h,v|y), as discussed previously, is intractable to compute.
To make inference tractable, we factor the form of q, which
makes determining its parameters tractable.

4.1. Mean-field approximation using the log-sum model

We assume the following approximate interaction between
speech and noise in the log Mel power spectral domain [2]:
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Note that, in contrast with the approximations in [2, 3], which
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and noise states, here we approximate this posterior as Gaus-
sian, since an FHRBM has 2Hx+Hn unique states. This makes
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–  Interaction Model                       describes how the visible 
units of multiple RBMs (two here) generate observed data 

–  Inference now intractable due to explaining away effects  

– One solution: variational methods  
 

 

– Choose q that makes inference tractable: e.g. mean field 
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which reveals that p(v|h) is a diagonal covariance Gaussian,
with fixed covariance. Thus an RBM as defined above im-
plements a mixture of Gaussians representation of the data v,
and has hidden state h, which is the configuration of a col-
lection of binary random variables. This highly distributed
representation of the data implements a mixture of 2H diag-
onal covariance gaussians, but can be evaluated exactly given
v in time linear in the number of hidden units, H , due to its
factorial structure. This is clear from the form of the posterior
of h, which factors, as shown in (2).
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We take a model-based approach to noise robust speech
recognition, and explicitly represent the probability distri-
bution function (PDF) of speech and noise with the RBMs
described above. In this model, both the noise features, vn,
and the speech features, vx, are unobserved, and must be
estimated based on observed mixed data y. The relationship
between the speech, noise, and mixture, is captured using an
interaction model, p(y|vx,vn).

Exact inference in FHRBMs scales exponentially with the
total number of hidden units in the factorial hidden RBM,
Hn + Hx, since the “visible” units of the speech and noise
RBMs are not actually observed, and the interaction model,
p(y|vx,vn), is generative. Complicating matters further is
the fact that the interaction model must typically be approx-
imated on a context-dependent basis to make inference ana-
lytically and computationally tractable. For example, the in-
teraction model (8) is highly non-linear, and so is generally
approximated uniquely for every combination of speech and
noise states. This issue we will return to shortly.

4. EFFICIENT INFERENCE USING VARIATIONAL
METHODS

For any given distribution q(h,v) over the hidden random
variables of the speech and noise RBMs (v = {vx,vn},h =
{hx,hn}), we can define the following lower-bound on the
log probability of the observed data y:
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where Eq(x)[f(x)] denotes the expected value of f(x) w.r.t
the probability distribution q(x), and Hq(x) denotes the en-
tropy of q(x). If q(h,v) = p(h,v|y) the bound is tight, but
p(h,v|y), as discussed previously, is intractable to compute.
To make inference tractable, we factor the form of q, which
makes determining its parameters tractable.

4.1. Mean-field approximation using the log-sum model

We assume the following approximate interaction between
speech and noise in the log Mel power spectral domain [2]:
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suming p(y|vx,vn) as given in (8) (the log-sum approxima-
tion), we obtain a lower bound L, that can be optimized to
identify the parameters of q. Unfortunately L does not have
a simple form in these parameters. To overcome this, we ap-
proximate p(y|vx,vn) as follows:
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which reveals that p(v|h) is a diagonal covariance Gaussian,
with fixed covariance. Thus an RBM as defined above im-
plements a mixture of Gaussians representation of the data v,
and has hidden state h, which is the configuration of a col-
lection of binary random variables. This highly distributed
representation of the data implements a mixture of 2H diag-
onal covariance gaussians, but can be evaluated exactly given
v in time linear in the number of hidden units, H , due to its
factorial structure. This is clear from the form of the posterior
of h, which factors, as shown in (2).

3. FACTORIAL HIDDEN RBMS

We take a model-based approach to noise robust speech
recognition, and explicitly represent the probability distri-
bution function (PDF) of speech and noise with the RBMs
described above. In this model, both the noise features, vn,
and the speech features, vx, are unobserved, and must be
estimated based on observed mixed data y. The relationship
between the speech, noise, and mixture, is captured using an
interaction model, p(y|vx,vn).

Exact inference in FHRBMs scales exponentially with the
total number of hidden units in the factorial hidden RBM,
Hn + Hx, since the “visible” units of the speech and noise
RBMs are not actually observed, and the interaction model,
p(y|vx,vn), is generative. Complicating matters further is
the fact that the interaction model must typically be approx-
imated on a context-dependent basis to make inference ana-
lytically and computationally tractable. For example, the in-
teraction model (8) is highly non-linear, and so is generally
approximated uniquely for every combination of speech and
noise states. This issue we will return to shortly.

4. EFFICIENT INFERENCE USING VARIATIONAL
METHODS

For any given distribution q(h,v) over the hidden random
variables of the speech and noise RBMs (v = {vx,vn},h =
{hx,hn}), we can define the following lower-bound on the
log probability of the observed data y:
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the probability distribution q(x), and Hq(x) denotes the en-
tropy of q(x). If q(h,v) = p(h,v|y) the bound is tight, but
p(h,v|y), as discussed previously, is intractable to compute.
To make inference tractable, we factor the form of q, which
makes determining its parameters tractable.

4.1. Mean-field approximation using the log-sum model

We assume the following approximate interaction between
speech and noise in the log Mel power spectral domain [2]:
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suming p(y|vx,vn) as given in (8) (the log-sum approxima-
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which reveals that p(v|h) is a diagonal covariance Gaussian,
with fixed covariance. Thus an RBM as defined above im-
plements a mixture of Gaussians representation of the data v,
and has hidden state h, which is the configuration of a col-
lection of binary random variables. This highly distributed
representation of the data implements a mixture of 2H diag-
onal covariance gaussians, but can be evaluated exactly given
v in time linear in the number of hidden units, H , due to its
factorial structure. This is clear from the form of the posterior
of h, which factors, as shown in (2).
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and the speech features, vx, are unobserved, and must be
estimated based on observed mixed data y. The relationship
between the speech, noise, and mixture, is captured using an
interaction model, p(y|vx,vn).
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Hn + Hx, since the “visible” units of the speech and noise
RBMs are not actually observed, and the interaction model,
p(y|vx,vn), is generative. Complicating matters further is
the fact that the interaction model must typically be approx-
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approximated uniquely for every combination of speech and
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4. EFFICIENT INFERENCE USING VARIATIONAL
METHODS

For any given distribution q(h,v) over the hidden random
variables of the speech and noise RBMs (v = {vx,vn},h =
{hx,hn}), we can define the following lower-bound on the
log probability of the observed data y:

log p(y) = log
#

h,v

p(hx,vx)p(hn,vn)p(y|vx,vn) (5)

≥
#

h,v

q(h,v) log
p(hx,vx)p(hn,vn)p(y|v)

q(h,v)
(6)

= Eq(hx,vx)[log p(h
x,vx)] + Eq(hn,vn)[log p(h

n,vn)]

+Eq(vx,vn)[log p(y|v)] +Hq(h,v) ≡ L (7)

where Eq(x)[f(x)] denotes the expected value of f(x) w.r.t
the probability distribution q(x), and Hq(x) denotes the en-
tropy of q(x). If q(h,v) = p(h,v|y) the bound is tight, but
p(h,v|y), as discussed previously, is intractable to compute.
To make inference tractable, we factor the form of q, which
makes determining its parameters tractable.

4.1. Mean-field approximation using the log-sum model

We assume the following approximate interaction between
speech and noise in the log Mel power spectral domain [2]:

p(y|vx,vn) =
$

f

N (yf ; g(vf ),ψ
2
f ), (8)

g(vf ) = log(exp(vxf ) + exp(vnf )) (9)

where vf = [vxf vnf ]
T , ψf models noise in the representa-

tion, which ignores phase interactions, and f is a frequency
subscript.

To make inference tractable, we assume a posterior distri-
bution q of the form:

q(hx,vx,hn,vn) =
$

f

q(vxf , v
n
f )

Hx
$

j=1

q(hx
j )

Hn
$

k=1

q(hn
k )

=
$

f

N (vf ;µf ,Φf )
$

s=x,n

Hs
$

j=1

(γhs
j
)h

s
j (1− γhs

j
)1−hs

j (10)

where γhs
j
= q(hs

j = 1), and ()h
s
j denotes exponentiation by

binary random variable hs
j . In this work, we assume that Φf

is diagonal.
Substituting this parameterization of q into (6), and as-

suming p(y|vx,vn) as given in (8) (the log-sum approxima-
tion), we obtain a lower bound L, that can be optimized to
identify the parameters of q. Unfortunately L does not have
a simple form in these parameters. To overcome this, we ap-
proximate p(y|vx,vn) as follows:

p(y|vx,vn) ≈
$

f

N (yf ; g(µf ) + (vf − µf )
T df ,ψ

2
f ), (11)

where df = [dvx
f
dvn

f
]T = ∂g

∂vf

%

%

%

vf=µf

is defined based on

the current estimates of the speech and noise features (µf ).
Note that, in contrast with the approximations in [2, 3], which
compute a Gaussian estimate of the posterior distribution of
the speech and noise features for every combination of speech
and noise states, here we approximate this posterior as Gaus-
sian, since an FHRBM has 2Hx+Hn unique states. This makes

The conditional probability of vi is:

p(vi|h) =
exp(−(vi−bi)

2

2σ2

i
+
!H

j=1 ωijvihj)
"

vi
exp(− (vi−bi)2

2σ2

i
+
!H

j=1 ωijhj)
(3)

= N (vi; bi + σ2
i

H
#

j=1

ωijhj ;σ
2
i ), (4)

which reveals that p(v|h) is a diagonal covariance Gaussian,
with fixed covariance. Thus an RBM as defined above im-
plements a mixture of Gaussians representation of the data v,
and has hidden state h, which is the configuration of a col-
lection of binary random variables. This highly distributed
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estimated based on observed mixed data y. The relationship
between the speech, noise, and mixture, is captured using an
interaction model, p(y|vx,vn).

Exact inference in FHRBMs scales exponentially with the
total number of hidden units in the factorial hidden RBM,
Hn + Hx, since the “visible” units of the speech and noise
RBMs are not actually observed, and the interaction model,
p(y|vx,vn), is generative. Complicating matters further is
the fact that the interaction model must typically be approx-
imated on a context-dependent basis to make inference ana-
lytically and computationally tractable. For example, the in-
teraction model (8) is highly non-linear, and so is generally
approximated uniquely for every combination of speech and
noise states. This issue we will return to shortly.

4. EFFICIENT INFERENCE USING VARIATIONAL
METHODS

For any given distribution q(h,v) over the hidden random
variables of the speech and noise RBMs (v = {vx,vn},h =
{hx,hn}), we can define the following lower-bound on the
log probability of the observed data y:
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where Eq(x)[f(x)] denotes the expected value of f(x) w.r.t
the probability distribution q(x), and Hq(x) denotes the en-
tropy of q(x). If q(h,v) = p(h,v|y) the bound is tight, but
p(h,v|y), as discussed previously, is intractable to compute.
To make inference tractable, we factor the form of q, which
makes determining its parameters tractable.

4.1. Mean-field approximation using the log-sum model

We assume the following approximate interaction between
speech and noise in the log Mel power spectral domain [2]:
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and noise states, here we approximate this posterior as Gaus-
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the former approach intractable for models when the speech
or noise RBM has a significant number of hidden units.

Differentiating w.r.t. the variational parameters of q, and
also w.r.t. gf , we arrive at the following set of updates, which
may be iterated to maximize L̂, our approximation of the
lower bound L:
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)−1, and s̃ = x when s = n, and n when s = x.

4.1.1. Extension to deep RBMs

An advantage of the mean-field approach to variational infer-
ence is that the algorithms can be extended to deep RBMs in a
straightforward manner. For example if an additional layer of
hidden variables, ls = {ls1, l

s
k, . . . , l

s
Ls}, is introduced, along

with a corresponding set of additional variational parameters,
q(ls) =

"

k q(l
s
k) =

"

k γlsk , it is straightforward to verify
that the update for the posterior estimate of a unit in first hid-
den layer is given by:
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j
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j +
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ϖs
jkγlsk) (16)

whereϖs
jk is the weight between hidden units hs

j and lsk, and
αs
j represents additional bias on hs

j . The activation of hidden
unit hs

j naturally depends on activation of units in the layers
immediately above and below. The current estimates of these
units under the approximate posterior q are used as surrogate
observations during mean-field inference.

5. EXPERIMENTS

5.1. Data, Acoustic Model, and Recognizer

Experiments were conducted on real data recorded to charac-
terize in-car recognition scenarios. The proprietary database
described in [7] was used for all experiments. Audio data is
US English in-car speech recorded in various noise conditions
(0, 30 and 60 mph), and sampled at 16kHz. The training set
is composed of 786 hours of speech, with 10k speakers for a
total of 800k utterances. The test set contains a total of 206k
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Fig. 1. Learned weight matrices for the bottom layer of one set
of clean speech/noise RBMs. The columns correspond to elemen-
tal feature vectors, which combine linearly to define the conditional
probability distribution of clean speech/noise features, given the cur-
rent posterior estimate of the hidden units directly above, as shown
in (3). Additional hidden layers encode additional constraints on the
activity of these feature vectors. The FHRBM combines these repre-
sentations using an interaction model, which describes how speech
and noise combine in the modeled feature domain (log Mel depicted)
to generate noisy speech.

words in 39k utterances from 128 held-out speakers. There
are 47 tasks covering four domains (navigation, command &
control, digits & dialing, radio) in 7 US regional accents.

Our reference acoustic model is a state-of-the-art quan-
tized [8] 10k Gaussian with 865 context-dependent (CD)
states. We use a set of 91 phonemes modeled by three-state
hidden Markov models (HMM). fMMI uses a secondary
acoustic model with 512 Gaussians, with an inner and outer
context of 17 and 9 frames, respectively.

5.2. Front-end models

All front-end acoustic models were trained on a small sub-
set of the training data. All speech models were trained on
400k frames of randomized speech from clean conditions
(≥25dB); the silence model is trained on 400k frames of
unsorted noise from the non-speech parts of utterances. The
speech/noise segmentation was based on a forced-alignment.
The FHRBMs for speech and noise are both deep RBMs
with two RBM layers inside, operating in a 24-dimensional
log Mel spectral domain. Their respective topologies are
24− 32− 8 and 24− 8− 3 (input− hidden− top) neurons.
Each RBM layer is fully connected; thus there are 1120 train-
able parameters for the speech RBM and 259 for the noise
RBM. Competitive band-quantized GMM models have simi-
lar sizes (∼272 and ∼5 states, respectively). In this setup, the
state of the front-end is reset at each utterance.

In this paper, the speech and noise RBMs were trained
independently via forced-alignments of speech and silence,
respectively, using contrastive divergence. Figure 1 depicts
learned feature layer weight matrices for clean speech and
noise RBM representations, respectively.
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the former approach intractable for models when the speech
or noise RBM has a significant number of hidden units.

Differentiating w.r.t. the variational parameters of q, and
also w.r.t. gf , we arrive at the following set of updates, which
may be iterated to maximize L̂, our approximation of the
lower bound L:
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4.1.1. Extension to deep RBMs

An advantage of the mean-field approach to variational infer-
ence is that the algorithms can be extended to deep RBMs in a
straightforward manner. For example if an additional layer of
hidden variables, ls = {ls1, l
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Ls}, is introduced, along

with a corresponding set of additional variational parameters,
q(ls) =
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that the update for the posterior estimate of a unit in first hid-
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whereϖs
jk is the weight between hidden units hs

j and lsk, and
αs
j represents additional bias on hs

j . The activation of hidden
unit hs

j naturally depends on activation of units in the layers
immediately above and below. The current estimates of these
units under the approximate posterior q are used as surrogate
observations during mean-field inference.

5. EXPERIMENTS

5.1. Data, Acoustic Model, and Recognizer

Experiments were conducted on real data recorded to charac-
terize in-car recognition scenarios. The proprietary database
described in [7] was used for all experiments. Audio data is
US English in-car speech recorded in various noise conditions
(0, 30 and 60 mph), and sampled at 16kHz. The training set
is composed of 786 hours of speech, with 10k speakers for a
total of 800k utterances. The test set contains a total of 206k
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Fig. 1. Learned weight matrices for the bottom layer of one set
of clean speech/noise RBMs. The columns correspond to elemen-
tal feature vectors, which combine linearly to define the conditional
probability distribution of clean speech/noise features, given the cur-
rent posterior estimate of the hidden units directly above, as shown
in (3). Additional hidden layers encode additional constraints on the
activity of these feature vectors. The FHRBM combines these repre-
sentations using an interaction model, which describes how speech
and noise combine in the modeled feature domain (log Mel depicted)
to generate noisy speech.

words in 39k utterances from 128 held-out speakers. There
are 47 tasks covering four domains (navigation, command &
control, digits & dialing, radio) in 7 US regional accents.

Our reference acoustic model is a state-of-the-art quan-
tized [8] 10k Gaussian with 865 context-dependent (CD)
states. We use a set of 91 phonemes modeled by three-state
hidden Markov models (HMM). fMMI uses a secondary
acoustic model with 512 Gaussians, with an inner and outer
context of 17 and 9 frames, respectively.

5.2. Front-end models

All front-end acoustic models were trained on a small sub-
set of the training data. All speech models were trained on
400k frames of randomized speech from clean conditions
(≥25dB); the silence model is trained on 400k frames of
unsorted noise from the non-speech parts of utterances. The
speech/noise segmentation was based on a forced-alignment.
The FHRBMs for speech and noise are both deep RBMs
with two RBM layers inside, operating in a 24-dimensional
log Mel spectral domain. Their respective topologies are
24− 32− 8 and 24− 8− 3 (input− hidden− top) neurons.
Each RBM layer is fully connected; thus there are 1120 train-
able parameters for the speech RBM and 259 for the noise
RBM. Competitive band-quantized GMM models have simi-
lar sizes (∼272 and ∼5 states, respectively). In this setup, the
state of the front-end is reset at each utterance.

In this paper, the speech and noise RBMs were trained
independently via forced-alignments of speech and silence,
respectively, using contrastive divergence. Figure 1 depicts
learned feature layer weight matrices for clean speech and
noise RBM representations, respectively.
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the former approach intractable for models when the speech
or noise RBM has a significant number of hidden units.

Differentiating w.r.t. the variational parameters of q, and
also w.r.t. gf , we arrive at the following set of updates, which
may be iterated to maximize L̂, our approximation of the
lower bound L:
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4.1.1. Extension to deep RBMs

An advantage of the mean-field approach to variational infer-
ence is that the algorithms can be extended to deep RBMs in a
straightforward manner. For example if an additional layer of
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Ls}, is introduced, along

with a corresponding set of additional variational parameters,
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whereϖs
jk is the weight between hidden units hs

j and lsk, and
αs
j represents additional bias on hs

j . The activation of hidden
unit hs

j naturally depends on activation of units in the layers
immediately above and below. The current estimates of these
units under the approximate posterior q are used as surrogate
observations during mean-field inference.

5. EXPERIMENTS

5.1. Data, Acoustic Model, and Recognizer

Experiments were conducted on real data recorded to charac-
terize in-car recognition scenarios. The proprietary database
described in [7] was used for all experiments. Audio data is
US English in-car speech recorded in various noise conditions
(0, 30 and 60 mph), and sampled at 16kHz. The training set
is composed of 786 hours of speech, with 10k speakers for a
total of 800k utterances. The test set contains a total of 206k
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Fig. 1. Learned weight matrices for the bottom layer of one set
of clean speech/noise RBMs. The columns correspond to elemen-
tal feature vectors, which combine linearly to define the conditional
probability distribution of clean speech/noise features, given the cur-
rent posterior estimate of the hidden units directly above, as shown
in (3). Additional hidden layers encode additional constraints on the
activity of these feature vectors. The FHRBM combines these repre-
sentations using an interaction model, which describes how speech
and noise combine in the modeled feature domain (log Mel depicted)
to generate noisy speech.

words in 39k utterances from 128 held-out speakers. There
are 47 tasks covering four domains (navigation, command &
control, digits & dialing, radio) in 7 US regional accents.

Our reference acoustic model is a state-of-the-art quan-
tized [8] 10k Gaussian with 865 context-dependent (CD)
states. We use a set of 91 phonemes modeled by three-state
hidden Markov models (HMM). fMMI uses a secondary
acoustic model with 512 Gaussians, with an inner and outer
context of 17 and 9 frames, respectively.

5.2. Front-end models

All front-end acoustic models were trained on a small sub-
set of the training data. All speech models were trained on
400k frames of randomized speech from clean conditions
(≥25dB); the silence model is trained on 400k frames of
unsorted noise from the non-speech parts of utterances. The
speech/noise segmentation was based on a forced-alignment.
The FHRBMs for speech and noise are both deep RBMs
with two RBM layers inside, operating in a 24-dimensional
log Mel spectral domain. Their respective topologies are
24− 32− 8 and 24− 8− 3 (input− hidden− top) neurons.
Each RBM layer is fully connected; thus there are 1120 train-
able parameters for the speech RBM and 259 for the noise
RBM. Competitive band-quantized GMM models have simi-
lar sizes (∼272 and ∼5 states, respectively). In this setup, the
state of the front-end is reset at each utterance.

In this paper, the speech and noise RBMs were trained
independently via forced-alignments of speech and silence,
respectively, using contrastive divergence. Figure 1 depicts
learned feature layer weight matrices for clean speech and
noise RBM representations, respectively.

the former approach intractable for models when the speech
or noise RBM has a significant number of hidden units.

Differentiating w.r.t. the variational parameters of q, and
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may be iterated to maximize L̂, our approximation of the
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4.1.1. Extension to deep RBMs

An advantage of the mean-field approach to variational infer-
ence is that the algorithms can be extended to deep RBMs in a
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whereϖs
jk is the weight between hidden units hs

j and lsk, and
αs
j represents additional bias on hs

j . The activation of hidden
unit hs

j naturally depends on activation of units in the layers
immediately above and below. The current estimates of these
units under the approximate posterior q are used as surrogate
observations during mean-field inference.

5. EXPERIMENTS

5.1. Data, Acoustic Model, and Recognizer

Experiments were conducted on real data recorded to charac-
terize in-car recognition scenarios. The proprietary database
described in [7] was used for all experiments. Audio data is
US English in-car speech recorded in various noise conditions
(0, 30 and 60 mph), and sampled at 16kHz. The training set
is composed of 786 hours of speech, with 10k speakers for a
total of 800k utterances. The test set contains a total of 206k
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Fig. 1. Learned weight matrices for the bottom layer of one set
of clean speech/noise RBMs. The columns correspond to elemen-
tal feature vectors, which combine linearly to define the conditional
probability distribution of clean speech/noise features, given the cur-
rent posterior estimate of the hidden units directly above, as shown
in (3). Additional hidden layers encode additional constraints on the
activity of these feature vectors. The FHRBM combines these repre-
sentations using an interaction model, which describes how speech
and noise combine in the modeled feature domain (log Mel depicted)
to generate noisy speech.

words in 39k utterances from 128 held-out speakers. There
are 47 tasks covering four domains (navigation, command &
control, digits & dialing, radio) in 7 US regional accents.

Our reference acoustic model is a state-of-the-art quan-
tized [8] 10k Gaussian with 865 context-dependent (CD)
states. We use a set of 91 phonemes modeled by three-state
hidden Markov models (HMM). fMMI uses a secondary
acoustic model with 512 Gaussians, with an inner and outer
context of 17 and 9 frames, respectively.

5.2. Front-end models

All front-end acoustic models were trained on a small sub-
set of the training data. All speech models were trained on
400k frames of randomized speech from clean conditions
(≥25dB); the silence model is trained on 400k frames of
unsorted noise from the non-speech parts of utterances. The
speech/noise segmentation was based on a forced-alignment.
The FHRBMs for speech and noise are both deep RBMs
with two RBM layers inside, operating in a 24-dimensional
log Mel spectral domain. Their respective topologies are
24− 32− 8 and 24− 8− 3 (input− hidden− top) neurons.
Each RBM layer is fully connected; thus there are 1120 train-
able parameters for the speech RBM and 259 for the noise
RBM. Competitive band-quantized GMM models have simi-
lar sizes (∼272 and ∼5 states, respectively). In this setup, the
state of the front-end is reset at each utterance.

In this paper, the speech and noise RBMs were trained
independently via forced-alignments of speech and silence,
respectively, using contrastive divergence. Figure 1 depicts
learned feature layer weight matrices for clean speech and
noise RBM representations, respectively.

the former approach intractable for models when the speech
or noise RBM has a significant number of hidden units.

Differentiating w.r.t. the variational parameters of q, and
also w.r.t. gf , we arrive at the following set of updates, which
may be iterated to maximize L̂, our approximation of the
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4.1.1. Extension to deep RBMs

An advantage of the mean-field approach to variational infer-
ence is that the algorithms can be extended to deep RBMs in a
straightforward manner. For example if an additional layer of
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Ls}, is introduced, along
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whereϖs
jk is the weight between hidden units hs

j and lsk, and
αs
j represents additional bias on hs

j . The activation of hidden
unit hs

j naturally depends on activation of units in the layers
immediately above and below. The current estimates of these
units under the approximate posterior q are used as surrogate
observations during mean-field inference.

5. EXPERIMENTS

5.1. Data, Acoustic Model, and Recognizer

Experiments were conducted on real data recorded to charac-
terize in-car recognition scenarios. The proprietary database
described in [7] was used for all experiments. Audio data is
US English in-car speech recorded in various noise conditions
(0, 30 and 60 mph), and sampled at 16kHz. The training set
is composed of 786 hours of speech, with 10k speakers for a
total of 800k utterances. The test set contains a total of 206k
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Fig. 1. Learned weight matrices for the bottom layer of one set
of clean speech/noise RBMs. The columns correspond to elemen-
tal feature vectors, which combine linearly to define the conditional
probability distribution of clean speech/noise features, given the cur-
rent posterior estimate of the hidden units directly above, as shown
in (3). Additional hidden layers encode additional constraints on the
activity of these feature vectors. The FHRBM combines these repre-
sentations using an interaction model, which describes how speech
and noise combine in the modeled feature domain (log Mel depicted)
to generate noisy speech.

words in 39k utterances from 128 held-out speakers. There
are 47 tasks covering four domains (navigation, command &
control, digits & dialing, radio) in 7 US regional accents.

Our reference acoustic model is a state-of-the-art quan-
tized [8] 10k Gaussian with 865 context-dependent (CD)
states. We use a set of 91 phonemes modeled by three-state
hidden Markov models (HMM). fMMI uses a secondary
acoustic model with 512 Gaussians, with an inner and outer
context of 17 and 9 frames, respectively.

5.2. Front-end models

All front-end acoustic models were trained on a small sub-
set of the training data. All speech models were trained on
400k frames of randomized speech from clean conditions
(≥25dB); the silence model is trained on 400k frames of
unsorted noise from the non-speech parts of utterances. The
speech/noise segmentation was based on a forced-alignment.
The FHRBMs for speech and noise are both deep RBMs
with two RBM layers inside, operating in a 24-dimensional
log Mel spectral domain. Their respective topologies are
24− 32− 8 and 24− 8− 3 (input− hidden− top) neurons.
Each RBM layer is fully connected; thus there are 1120 train-
able parameters for the speech RBM and 259 for the noise
RBM. Competitive band-quantized GMM models have simi-
lar sizes (∼272 and ∼5 states, respectively). In this setup, the
state of the front-end is reset at each utterance.

In this paper, the speech and noise RBMs were trained
independently via forced-alignments of speech and silence,
respectively, using contrastive divergence. Figure 1 depicts
learned feature layer weight matrices for clean speech and
noise RBM representations, respectively.

the former approach intractable for models when the speech
or noise RBM has a significant number of hidden units.

Differentiating w.r.t. the variational parameters of q, and
also w.r.t. gf , we arrive at the following set of updates, which
may be iterated to maximize L̂, our approximation of the
lower bound L:
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4.1.1. Extension to deep RBMs

An advantage of the mean-field approach to variational infer-
ence is that the algorithms can be extended to deep RBMs in a
straightforward manner. For example if an additional layer of
hidden variables, ls = {ls1, l
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Ls}, is introduced, along

with a corresponding set of additional variational parameters,
q(ls) =
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that the update for the posterior estimate of a unit in first hid-
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whereϖs
jk is the weight between hidden units hs

j and lsk, and
αs
j represents additional bias on hs

j . The activation of hidden
unit hs

j naturally depends on activation of units in the layers
immediately above and below. The current estimates of these
units under the approximate posterior q are used as surrogate
observations during mean-field inference.

5. EXPERIMENTS

5.1. Data, Acoustic Model, and Recognizer

Experiments were conducted on real data recorded to charac-
terize in-car recognition scenarios. The proprietary database
described in [7] was used for all experiments. Audio data is
US English in-car speech recorded in various noise conditions
(0, 30 and 60 mph), and sampled at 16kHz. The training set
is composed of 786 hours of speech, with 10k speakers for a
total of 800k utterances. The test set contains a total of 206k
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Fig. 1. Learned weight matrices for the bottom layer of one set
of clean speech/noise RBMs. The columns correspond to elemen-
tal feature vectors, which combine linearly to define the conditional
probability distribution of clean speech/noise features, given the cur-
rent posterior estimate of the hidden units directly above, as shown
in (3). Additional hidden layers encode additional constraints on the
activity of these feature vectors. The FHRBM combines these repre-
sentations using an interaction model, which describes how speech
and noise combine in the modeled feature domain (log Mel depicted)
to generate noisy speech.

words in 39k utterances from 128 held-out speakers. There
are 47 tasks covering four domains (navigation, command &
control, digits & dialing, radio) in 7 US regional accents.

Our reference acoustic model is a state-of-the-art quan-
tized [8] 10k Gaussian with 865 context-dependent (CD)
states. We use a set of 91 phonemes modeled by three-state
hidden Markov models (HMM). fMMI uses a secondary
acoustic model with 512 Gaussians, with an inner and outer
context of 17 and 9 frames, respectively.

5.2. Front-end models

All front-end acoustic models were trained on a small sub-
set of the training data. All speech models were trained on
400k frames of randomized speech from clean conditions
(≥25dB); the silence model is trained on 400k frames of
unsorted noise from the non-speech parts of utterances. The
speech/noise segmentation was based on a forced-alignment.
The FHRBMs for speech and noise are both deep RBMs
with two RBM layers inside, operating in a 24-dimensional
log Mel spectral domain. Their respective topologies are
24− 32− 8 and 24− 8− 3 (input− hidden− top) neurons.
Each RBM layer is fully connected; thus there are 1120 train-
able parameters for the speech RBM and 259 for the noise
RBM. Competitive band-quantized GMM models have simi-
lar sizes (∼272 and ∼5 states, respectively). In this setup, the
state of the front-end is reset at each utterance.

In this paper, the speech and noise RBMs were trained
independently via forced-alignments of speech and silence,
respectively, using contrastive divergence. Figure 1 depicts
learned feature layer weight matrices for clean speech and
noise RBM representations, respectively.

the former approach intractable for models when the speech
or noise RBM has a significant number of hidden units.

Differentiating w.r.t. the variational parameters of q, and
also w.r.t. gf , we arrive at the following set of updates, which
may be iterated to maximize L̂, our approximation of the
lower bound L:
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4.1.1. Extension to deep RBMs

An advantage of the mean-field approach to variational infer-
ence is that the algorithms can be extended to deep RBMs in a
straightforward manner. For example if an additional layer of
hidden variables, ls = {ls1, l
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Ls}, is introduced, along

with a corresponding set of additional variational parameters,
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whereϖs
jk is the weight between hidden units hs

j and lsk, and
αs
j represents additional bias on hs

j . The activation of hidden
unit hs

j naturally depends on activation of units in the layers
immediately above and below. The current estimates of these
units under the approximate posterior q are used as surrogate
observations during mean-field inference.

5. EXPERIMENTS

5.1. Data, Acoustic Model, and Recognizer

Experiments were conducted on real data recorded to charac-
terize in-car recognition scenarios. The proprietary database
described in [7] was used for all experiments. Audio data is
US English in-car speech recorded in various noise conditions
(0, 30 and 60 mph), and sampled at 16kHz. The training set
is composed of 786 hours of speech, with 10k speakers for a
total of 800k utterances. The test set contains a total of 206k
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Fig. 1. Learned weight matrices for the bottom layer of one set
of clean speech/noise RBMs. The columns correspond to elemen-
tal feature vectors, which combine linearly to define the conditional
probability distribution of clean speech/noise features, given the cur-
rent posterior estimate of the hidden units directly above, as shown
in (3). Additional hidden layers encode additional constraints on the
activity of these feature vectors. The FHRBM combines these repre-
sentations using an interaction model, which describes how speech
and noise combine in the modeled feature domain (log Mel depicted)
to generate noisy speech.

words in 39k utterances from 128 held-out speakers. There
are 47 tasks covering four domains (navigation, command &
control, digits & dialing, radio) in 7 US regional accents.

Our reference acoustic model is a state-of-the-art quan-
tized [8] 10k Gaussian with 865 context-dependent (CD)
states. We use a set of 91 phonemes modeled by three-state
hidden Markov models (HMM). fMMI uses a secondary
acoustic model with 512 Gaussians, with an inner and outer
context of 17 and 9 frames, respectively.

5.2. Front-end models

All front-end acoustic models were trained on a small sub-
set of the training data. All speech models were trained on
400k frames of randomized speech from clean conditions
(≥25dB); the silence model is trained on 400k frames of
unsorted noise from the non-speech parts of utterances. The
speech/noise segmentation was based on a forced-alignment.
The FHRBMs for speech and noise are both deep RBMs
with two RBM layers inside, operating in a 24-dimensional
log Mel spectral domain. Their respective topologies are
24− 32− 8 and 24− 8− 3 (input− hidden− top) neurons.
Each RBM layer is fully connected; thus there are 1120 train-
able parameters for the speech RBM and 259 for the noise
RBM. Competitive band-quantized GMM models have simi-
lar sizes (∼272 and ∼5 states, respectively). In this setup, the
state of the front-end is reset at each utterance.

In this paper, the speech and noise RBMs were trained
independently via forced-alignments of speech and silence,
respectively, using contrastive divergence. Figure 1 depicts
learned feature layer weight matrices for clean speech and
noise RBM representations, respectively.

the former approach intractable for models when the speech
or noise RBM has a significant number of hidden units.

Differentiating w.r.t. the variational parameters of q, and
also w.r.t. gf , we arrive at the following set of updates, which
may be iterated to maximize L̂, our approximation of the
lower bound L:
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4.1.1. Extension to deep RBMs
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whereϖs
jk is the weight between hidden units hs

j and lsk, and
αs
j represents additional bias on hs

j . The activation of hidden
unit hs

j naturally depends on activation of units in the layers
immediately above and below. The current estimates of these
units under the approximate posterior q are used as surrogate
observations during mean-field inference.

5. EXPERIMENTS

5.1. Data, Acoustic Model, and Recognizer

Experiments were conducted on real data recorded to charac-
terize in-car recognition scenarios. The proprietary database
described in [7] was used for all experiments. Audio data is
US English in-car speech recorded in various noise conditions
(0, 30 and 60 mph), and sampled at 16kHz. The training set
is composed of 786 hours of speech, with 10k speakers for a
total of 800k utterances. The test set contains a total of 206k

hidden unit

fe
at

ur
e 

di
m

en
si

on

 

 

5 10 15 20 25 30

5

10

15

20

−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6

0.8

hidden unit

fe
at

ur
e 

di
m

en
si

on

 

 

1 2 3 4 5 6 7 8

5

10

15

20

−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6

0.8

Fig. 1. Learned weight matrices for the bottom layer of one set
of clean speech/noise RBMs. The columns correspond to elemen-
tal feature vectors, which combine linearly to define the conditional
probability distribution of clean speech/noise features, given the cur-
rent posterior estimate of the hidden units directly above, as shown
in (3). Additional hidden layers encode additional constraints on the
activity of these feature vectors. The FHRBM combines these repre-
sentations using an interaction model, which describes how speech
and noise combine in the modeled feature domain (log Mel depicted)
to generate noisy speech.

words in 39k utterances from 128 held-out speakers. There
are 47 tasks covering four domains (navigation, command &
control, digits & dialing, radio) in 7 US regional accents.

Our reference acoustic model is a state-of-the-art quan-
tized [8] 10k Gaussian with 865 context-dependent (CD)
states. We use a set of 91 phonemes modeled by three-state
hidden Markov models (HMM). fMMI uses a secondary
acoustic model with 512 Gaussians, with an inner and outer
context of 17 and 9 frames, respectively.

5.2. Front-end models

All front-end acoustic models were trained on a small sub-
set of the training data. All speech models were trained on
400k frames of randomized speech from clean conditions
(≥25dB); the silence model is trained on 400k frames of
unsorted noise from the non-speech parts of utterances. The
speech/noise segmentation was based on a forced-alignment.
The FHRBMs for speech and noise are both deep RBMs
with two RBM layers inside, operating in a 24-dimensional
log Mel spectral domain. Their respective topologies are
24− 32− 8 and 24− 8− 3 (input− hidden− top) neurons.
Each RBM layer is fully connected; thus there are 1120 train-
able parameters for the speech RBM and 259 for the noise
RBM. Competitive band-quantized GMM models have simi-
lar sizes (∼272 and ∼5 states, respectively). In this setup, the
state of the front-end is reset at each utterance.

In this paper, the speech and noise RBMs were trained
independently via forced-alignments of speech and silence,
respectively, using contrastive divergence. Figure 1 depicts
learned feature layer weight matrices for clean speech and
noise RBM representations, respectively.

the former approach intractable for models when the speech
or noise RBM has a significant number of hidden units.

Differentiating w.r.t. the variational parameters of q, and
also w.r.t. gf , we arrive at the following set of updates, which
may be iterated to maximize L̂, our approximation of the
lower bound L:
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An advantage of the mean-field approach to variational infer-
ence is that the algorithms can be extended to deep RBMs in a
straightforward manner. For example if an additional layer of
hidden variables, ls = {ls1, l

s
k, . . . , l

s
Ls}, is introduced, along

with a corresponding set of additional variational parameters,
q(ls) =

"

k q(l
s
k) =

"

k γlsk , it is straightforward to verify
that the update for the posterior estimate of a unit in first hid-
den layer is given by:

γhs
j
= sig(asj +

V s
!

i=1

ωs
ijµvs

i
+ αs

j +
Ls
!

j=1

ϖs
jkγlsk) (16)

whereϖs
jk is the weight between hidden units hs

j and lsk, and
αs
j represents additional bias on hs

j . The activation of hidden
unit hs

j naturally depends on activation of units in the layers
immediately above and below. The current estimates of these
units under the approximate posterior q are used as surrogate
observations during mean-field inference.

5. EXPERIMENTS

5.1. Data, Acoustic Model, and Recognizer

Experiments were conducted on real data recorded to charac-
terize in-car recognition scenarios. The proprietary database
described in [7] was used for all experiments. Audio data is
US English in-car speech recorded in various noise conditions
(0, 30 and 60 mph), and sampled at 16kHz. The training set
is composed of 786 hours of speech, with 10k speakers for a
total of 800k utterances. The test set contains a total of 206k
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Fig. 1. Learned weight matrices for the bottom layer of one set
of clean speech/noise RBMs. The columns correspond to elemen-
tal feature vectors, which combine linearly to define the conditional
probability distribution of clean speech/noise features, given the cur-
rent posterior estimate of the hidden units directly above, as shown
in (3). Additional hidden layers encode additional constraints on the
activity of these feature vectors. The FHRBM combines these repre-
sentations using an interaction model, which describes how speech
and noise combine in the modeled feature domain (log Mel depicted)
to generate noisy speech.

words in 39k utterances from 128 held-out speakers. There
are 47 tasks covering four domains (navigation, command &
control, digits & dialing, radio) in 7 US regional accents.

Our reference acoustic model is a state-of-the-art quan-
tized [8] 10k Gaussian with 865 context-dependent (CD)
states. We use a set of 91 phonemes modeled by three-state
hidden Markov models (HMM). fMMI uses a secondary
acoustic model with 512 Gaussians, with an inner and outer
context of 17 and 9 frames, respectively.

5.2. Front-end models

All front-end acoustic models were trained on a small sub-
set of the training data. All speech models were trained on
400k frames of randomized speech from clean conditions
(≥25dB); the silence model is trained on 400k frames of
unsorted noise from the non-speech parts of utterances. The
speech/noise segmentation was based on a forced-alignment.
The FHRBMs for speech and noise are both deep RBMs
with two RBM layers inside, operating in a 24-dimensional
log Mel spectral domain. Their respective topologies are
24− 32− 8 and 24− 8− 3 (input− hidden− top) neurons.
Each RBM layer is fully connected; thus there are 1120 train-
able parameters for the speech RBM and 259 for the noise
RBM. Competitive band-quantized GMM models have simi-
lar sizes (∼272 and ∼5 states, respectively). In this setup, the
state of the front-end is reset at each utterance.

In this paper, the speech and noise RBMs were trained
independently via forced-alignments of speech and silence,
respectively, using contrastive divergence. Figure 1 depicts
learned feature layer weight matrices for clean speech and
noise RBM representations, respectively.
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24 Experimental Results 

! Task: Test time only noise compensation, noisy in-car 
speech data 

! Recognizer: IBM embedded system (eVV) 

! AM: 10K Gaussians, 865 CD states 

! LM: task-specific grammars 

! Training data: 786 hrs, ~10K speakers, C&C, dialing, 
navigation 

! Test data: 206k words, well matched 
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25 Results (cont�d.) 
  

!  WER/SER Ranks 

!   same #pars all models 

!  DNA outperforms use of noise GMM on 
this task (diffuse evolving noise)  

!  FHRBM outperforms DNA, but not DNA 
with Condition Detection (CD) 

!  CD could be used with FHRBMs… 
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Algorithm Speech Model Noise Model 
DNA (CD) GMM Gaussian Process 
FHRBM RBM RBM 
SNM GMM Fixed Gaussian  

1 2 3 
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26 Results (cont�d.) – WER vs. (biased) SNR  
fMLLR off, SS off 
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27 Results (cont�d.) – WER vs. (biased) SNR  
fMLLR on, SS on 
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Motivation

Resurgence in use of DNNs for ML tasks
New algorithms (generative pre-training, dropout,...)
Great results (more data, better machines)

Main Bottleneck: Training time
Restricts neurons/layer, layers, progress

Typical constraints on a weight matrices:
Pre-specified (weight tying (CNN), zeroing (LRF), etc.)
Learned (e.g. sparse or low rank or both)

Steven J. Rennie, IBM Research Direct Product DNNs for ASR 3



Direct Product DNNs

Constrain weight matrices to be sums of Direct Products

W =
X

i

(Ai � Bi)

Direct Products ! Kronecker, outer, and new “box” product
(Olsen et al., 2013)
Advantages:

Subsumes low rank formuations
Overcomplete
Efficient matrix multiplication, storage

KP: a natural factorization for time-frequency inputs

input to standard DNN

input to Kronecker−stuctured DNN

Steven J. Rennie, IBM Research Direct Product DNNs for ASR 4
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Figure 1: The Kronecker, box and outer products of two matrices.
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A B = I10

A⌦B A⇥B vec(A)vec

>
(B)

A> ⌦B A> ⇥B vec(A>
)vec

>
(B)

B⌦A B⇥A vec(B)vec

>
(A)

Figure 2: Some example direct matrix products.
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A B = I10

A⌦B A⇥B vec(A)vec

>
(B)

A> ⌦B A> ⇥B vec(A>
)vec

>
(B)

B⌦A B⇥A vec(B)vec

>
(A)

Figure 2: Some example direct matrix products.
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Review: Kronecker Products

For A 2 RM⇥N , B 2 RO⇥P :

A ⌦ B =

0

BBBB@

a11B a12B · · · a1NB

a21B a22B · · · a1NB

.

.
aM1B aM2B · · · aMNB

1

CCCCA

Efficient Multiplication

(A ⌦ B)vec(Z) = vec(BZA

T )

O(MONP) ! min(O(MNP + NOP),O(MNO + MOP))
Square case: O(K 4) ! O(K 3)

Efficient Storage
O(MONP) ! O(MN + OP)
Square case: O(K 4) ! O(K 2)
Eg:K = 1000, 2 millon vs. 1 trillion parameters

Steven J. Rennie, IBM Research Direct Product DNNs for ASR 5



KP DNNs

Represent matrix as sum of i KPs

W =
X

i

(Ai ⌦ Bi)

For fixed dim Ai and Bi over i basis is complete after
max(MN,OP) terms
For an input Z a spectrogram, the Ai , Bi take projections
over frequency & time, respectively

AB
T

Z

"Tallness" of Ai and Bi determines # of projections

Steven J. Rennie, IBM Research Direct Product DNNs for ASR 6



Forward pass and backprop for KP DNNs

Forward pass is very simple:

z

k+1 = �
�
W

k
z

k + b

k�

Z

k+1 = �

 
X

I

(Bk
i Z

k
A

(k)T
i ) + b

k

!
z = vec(Z)

Error backpropagation similarly

�k�1 = �0(xk�1) · W

(k)T �k

= �0(xk�1) ·
X

I

vec(B(k)T
i �k

A

k
i )

activation x = Wz + b, error � = vec(�) = vec( @E
@X )

Gradient (omitting layer index k ):

rW = �T
z ! rAi = �T

BiZ, rBi = �AiZ
T

Steven J. Rennie, IBM Research Direct Product DNNs for ASR 7



Experimental setup

50-hrs English Broadcast News, EARS dev04f test set
DNN acoustic model to provide likelihoods (hybrid)
13-dim PLP features, 9 frames context, VTLN, CMS
2220 targets (labels from a GMM forced alignment)
Stochastic gradient descent, cross-entropy criterion
Baseline DNN [9*13, 1024, 1024, 2220] – 35.0% PER,
23.0% WER

Steven J. Rennie, IBM Research Direct Product DNNs for ASR 8



Factoring an existing DNN (1/2)

How much “Kronecker" structure is in the input matrix?
Decompose matrix into a sum of Kronecker products via
SVD
Keep first L svs (terms in the sum) [Van Loan, 1992].
Here: W

1024⇥117 ⇡ P
i A

1⇥9
i ⌦ B

1024⇥13
i

terms Parameter Reduction MSER %WER
1 9.0 0.74 95.8
2 4.5 0.50 95.7
3 3.0 0.31 65.7
4 2.2 0.17 61.5
5 1.8 0.09 23.0

6 1.5 0.03 22.9
7 1.3 0.01 22.9
8 1.1 0.01 23.0
9 1.0 0.00 23.0
original 1 - 23.0

Steven J. Rennie, IBM Research Direct Product DNNs for ASR 9



Factoring existing DNN (2/2)

Attempt to naively factor output dim (layout not optimized).
Approximation error vs. parameter savings factor while varying number of
terms. Input factored to [9 ⇥ 13], output factor M = dim(Ai , 2) in legend,

varying number of terms, grey is for random matrix (upper bound)
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Training DPDNN: Poor Man’s Trainer

Periodically enforce Kronecker structure via SVD
Layer 1: W

1024⇥117 =
P

i A

1⇥9 ⌦ B

1024⇥13

# pars reduced by factor of 170 - cost 8% relative

terms %FAcc %WER
1 34.1 24.3
2 33.7 25.0
3 34.0 24.5
all (baseline) 35.0 23.0

Steven J. Rennie, IBM Research Direct Product DNNs for ASR 11



Training DPDNN:Projected Gradient

Project full W gradient onto representation
Simple to implement, correct results.
No training speedup, cannot exploit large networks

L1 Topology FAcc WER L1 Param. Reduction
[1024,117] (base) 35.0 23.0 1
1x[32*9, 32*13] 32.8 25.0 170
2x[32*9, 32*13] 32.9 24.9 85
3x[32*9, 32*13] 33.2 24.6 57

Steven J. Rennie, IBM Research Direct Product DNNs for ASR 12



Training DPDNN – Step 2

Standard DNN vs. DPDBN (same number of parameters)

Standard DNN DPDNN

Topology PR PR FAcc WER Topology PR PR FAcc WER
L1/L2/L3 L1/L2/L3 DNN L1/L2/L3 L1/L2/L3 DNN
(740,117) 1.4 1.5 32.7 26.4 5x(32*32, 9*13) 27 1.5 33.7 24.8
(740,740) 1.9 10x(32*32,32*32) 49
(2220,740) 1.4 (2220,1024) 1
(280,117) 3.7 4.7 31.2 27.7 5x(32*32, 9*13) 27 4.7 31.9 26.9
(280,280) 13.4 10x(32*32,32*32) 49
(2220, 280) 3.7 10x(2220*1,32*32) 3.2
(135,117) 7.6 10.3 28.8 31.2 5x(32*32, 9*13) 27 10.3 29.8 29.1
(135,135) 57.3 20x(32*32,32*32) 25
(2220, 135) 7.6 4x(2220*1, 32*32) 7.9
(2k, 117) 0.5 0.75 34.7 23.5 5x(64*64, 9*13) 11 1.5 35.0 23.5
(1k, 2k) 0.5 10x(64*64,64*64) 25
(2220, 1k) 1.0 (2220,1024) 1

*baseline [117, 1024, 1024, 2220] – 35.0%FAcc, 23.0%WER

DPDNN outperforms DNN of a similar size.
Steven J. Rennie, IBM Research Direct Product DNNs for ASR 13



Summary

Use direct products to parameterize DNN weight matrices
Efficient storage & calculation
Makes it feasible to train/store extremely large networks
KPs are natural for spectrogram inputs

Prelim. results encouraging, Lots of interesting work to do
Expand domain to more general set of direct products
Native training to realize networks with millions of neurons
(tensor hardware ideal)
Serious treatment of a-posteriori factoring of existing DNNs

Steven J. Rennie, IBM Research Direct Product DNNs for ASR 14
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Introduction
Matrix Di↵erentiation
Example AMD Code

Motivation
Algorithmic Di↵erentiation
Matrix Derivatives

Why worry about matrix di↵erentiation?

The di↵erentiation of functions of a matrix argument is still not
well understood

No simple “calculus” for computing matrix derivatives.

Matrix derivatives can be complicated to compute even for
quite simple expressions.

Goal: Build on known results to define a matrix-derivative calculus.

Columbia University, Statistics Seminar Matrix Di↵erentiation



Introduction
Matrix Di↵erentiation
Example AMD Code

Motivation
Algorithmic Di↵erentiation
Matrix Derivatives

Terminology

Classical calculus:

scalar-scalar functions (f : R ! R)
scalar-vector functions (f : Rd ! R).

Matrix calculus:

scalar-matrix functions (f : Rm⇥n ! R)
matrix-matrix functions (f : Rm⇥n ! Rk⇥l).

Note:

1 Derivatives of scalar-matrix functions requires derivatives of
matrix-matrix functions (why?)

2 Matrix-matrix derivatives should be computed implicitly
wherever possible (why?)

Columbia University, Statistics Seminar Matrix Di↵erentiation



Introduction
Matrix Di↵erentiation
Example AMD Code

Motivation
Algorithmic Di↵erentiation
Matrix Derivatives

Optimizing Scalar-Matrix Functions

Taking the scalar–matrix derivative of

f (G(X))

will require the information in the matrix–matrix derivative

@G

@X
.

Desiderata: The derivative of a matrix-matrix function should be
a matrix, so that a convenient chain-rule can be established.

Columbia University, Statistics Seminar Matrix Di↵erentiation



Introduction
Matrix Di↵erentiation
Example AMD Code

Motivation
Algorithmic Di↵erentiation
Matrix Derivatives

The vec Operator

For a matrix A 2 Rm⇥n we define vec(A) to be the
column-stacked vector of A

vec(A) =

0

BBBBBBBBBB@

a11

a12
...

a1n

a21
...

a

mn

1

CCCCCCCCCCA

.

Columbia University, Statistics Seminar Matrix Di↵erentiation



Introduction
Matrix Di↵erentiation
Example AMD Code

Motivation
Algorithmic Di↵erentiation
Matrix Derivatives

The Matrix-Matrix Derivative

We define the matrix–matrix derivative to be:

@F

@X
def
=

@vec(F>)

@vec>(X>)
=

0

BBBB@

@f11
@x11

@f11
@x12

· · · @f11
@x

mn

@f12
@x11

@f12
@x12

· · · @f12
@x

mn

...
...

. . .
...

@f
kl

@x11
@f

kl

@x12
· · · @f

kl

@x
mn

1

CCCCA
.

Note that the matrix–matrix derivative of a scalar–matrix
function is not the same as the scalar–matrix derivative:

@ mat(f )

@X
= vec

>

 ✓
@f

@X

◆>
!
.

Columbia University, Statistics Seminar Matrix Di↵erentiation
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Matrix Di↵erentiation
Example AMD Code

The Box Product
Derivative Rules
Forward and Reverse Mode Di↵erentiation

Definition

Let A 2 Rm1⇥n1 and B 2 Rm2⇥n2

Definition (Kronecker Product)

A⌦ B 2 R(m1m2)⇥(n1n2) is defined by (A⌦ B)(i�1)m2+j ,(k�1)n2+l

=
a

ik

b

j l

= (A⌦ B)(ij)(kl).

Definition (Box Product)

A⇥ B 2 R(m1m2)⇥(n1n2) is defined by (A⇥ B)(i�1)m2+j ,(k�1)n1+l

=
a

i l

b

jk

= (A⇥ B)(ij)(kl).

Columbia University, Statistics Seminar Matrix Di↵erentiation



Introduction
Matrix Di↵erentiation
Example AMD Code

The Box Product
Derivative Rules
Forward and Reverse Mode Di↵erentiation

The box product behaves similarly to the Kronecker product:
1 Vector Multiplication:

(B> ⌦ A)vec(X) = vec(AXB) (B> ⇥ A)vec(X) = vec(AX>B)

2 Matrix Multiplication:

(A⌦ B)(C⌦D) = (AC)⌦ (BD) (A⇥ B)(C⇥D) = (AD)⌦ (BC)

3 Inverse and Transpose:

(A⌦ B)�1 = A�1 ⌦ B�1 (A⇥ B)�1 = B�1 ⇥ A�1

(A⌦ B)> = A> ⌦ B> (A⇥ B)> = B> ⇥ A>

4 Mixed Products:

(A⌦ B)(C⇥D) = (AC)⇥ (BD) (A⇥ B)(C⌦D) = (AD)⇥ (BC)

Columbia University, Statistics Seminar Matrix Di↵erentiation
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Matrix Di↵erentiation
Example AMD Code

The Box Product
Derivative Rules
Forward and Reverse Mode Di↵erentiation

Let A 2 Rm1⇥n1 , B 2 Rm2⇥n2 then
Trace:

trace(A⌦B) = trace(A) trace(B) trace(A⇥B) = trace(AB)

Determinant: Here m1 = n1 and m2 = n2 is required

det(A⌦ B) = (det(A))m2(det(A))m1

det(A⇥ B) = (�1)(
m1
2 )(

m2
2 )(det(A))m2(det(B))m1

Associativity:

(A⌦B)⌦C = A⌦ (B⌦C) (A⇥B)⇥C = A⇥ (B⇥C),

but not for mixed products. In general we have

(A⌦B)⇥C 6= A⌦ (B⇥C) (A⇥B)⌦C 6= A⇥ (B⌦C).

Columbia University, Statistics Seminar Matrix Di↵erentiation
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The Box Product
Derivative Rules
Forward and Reverse Mode Di↵erentiation

Identity Box Products

The identity box product I
m

⇥ I
n

is permutation matrix with
interesting properties. Let A 2 Rm1⇥n1 , B 2 Rm2⇥n2 .

Orthonormal: (I
m

⇥ I
n

)>(I
m

⇥ I
n

) = I
mn

Transposition: (I
m1 ⇥ I

n1)vec(A) = vec(A>)

Connector: Converting a Kronecker product to a box product:
(A⌦ B)(I

n1 ⇥ I
n2) = A⇥ B.

Converting a box product to a Kronecker product:
(A⇥ B)(I

n2 ⇥ I
n1) = A⌦ B.

Columbia University, Statistics Seminar Matrix Di↵erentiation
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The Box Product
Derivative Rules
Forward and Reverse Mode Di↵erentiation

A Wolf in Sheep’s Clothing

Although the notation for box products is new, I
m

⇥ I
n

has long
been known as T

m,n by physicists, or as a stride permutation Lmn

m

by computer scientists, and a perfect shu✏e by statisticians. These
objects are identical, but the box-product allows us to express more
complex identities more compactly, e.g. let A 2 Rm1⇥n1 ,
B 2 Rm2⇥n2 then

(I
m1 ⇥ I

n1m2 ⇥ I
n2)vec((A⌦ B)>) = vec(vec(A)vec>(B)).

The initial permutation matrix would have to be written

I
m1 ⇥ I

n1m2 ⇥ I
n2 = (I

m1 ⌦ T
n1m2,m1)Tm1,n1m1m2 ,

if the notation of box-products wasn’t being used.

Columbia University, Statistics Seminar Matrix Di↵erentiation
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The Box Product
Derivative Rules
Forward and Reverse Mode Di↵erentiation

The FFT matrix

Direct matrix products are important because such matrices can be
multiplied fast with each other and with vectors.

Let us show how the FFT can be done in terms of Kronecker and
box products. Recall that the DFT matrix of order n is given by

F
n

= [e�2⇡ikl/n]0k,l<n

= [!kl

n

]0k,l<n

and therefore

F2 =

✓
1 1
1 �1

◆
, F4 =

0

BB@

1 1 1 1
1 �i �1 i

1 �1 1 �1
1 i �1 �i

1

CCA

Columbia University, Statistics Seminar Matrix Di↵erentiation
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The Box Product
Derivative Rules
Forward and Reverse Mode Di↵erentiation

Fast Matrix Multiplication By Factorization

We can factor the matrix F4 as follows:

F4 =

0

BB@

1 1
1 1

1 �1
1 �1

1

CCA

0

BB@

1
1

1
�i

1

CCA

0

BB@

1 1
1 �1

1 1
1 �1

1

CCA

0

BB@

1
1

1
1

1

CCA

or more compactly

F4 = (F2 ⌦ I2)diag

✓
vec

✓
1 1
1 �i

◆◆
(I2 ⇥ F2)

Columbia University, Statistics Seminar Matrix Di↵erentiation
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The DFT factorization

In general if we define the matrix

V
N,M(↵) =

0

BBBBB@

1 1 1 . . . 1
1 ↵ ↵2 . . . ↵M�1

1 ↵2 ↵4 . . . ↵2(M�1)

...
...

...
. . .

...
1 ↵N�1 ↵2(N�1) . . . ↵(N�1)(M�1)

1

CCCCCA
,

For N = km we have the following factorizations of the DFT
matrix:

F
N

= (F
k

⌦ I
m

)(diag(vec(V
m,k(!N

))))(I
k

⇥ F
m

)

F
N

= (F
m

⇥ I
k

)(diag(vec(V
m,k(!N

))))(F
k

⌦ I
m

)
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This allows FFT
N

(x) = y = F
N

x to be computed as

F
N

x = vec((V
m,k(!N

) � (F
m

X>))F>
k

).

where x = vec(X) and � denotes elementwise multiplication (.⇤ in
Matlab). The direct computation has a cost of O(k2m2), whereas
the formula above does the job in O(km(k +m)) operations.
Repeated use of the identity for N = 2n leads to the Cooley-Tukey
FFT algorithm. (James Cooley was at T. J. Watson from 1962 to
1991).

The fastest FFT library in the world as of 2012 (Spiral) uses
knowledge of several such factorizations to automatically optimize
the FFT implementation for an arbitrary value of n to a given
platform!
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Basic Di↵erentiation Identities

Let X 2 Rm⇥n.

Identity: F(X) = X, F0(X) = I
mn

Transpose:F(X) = X>, F0(X) = I
m

⇥ I
n

Chain Rule:

F(X) = G(H(X)), F0(X) = G0(H(X))H0(X)

Product Rule:

F(X) = G(X)H(X), F0(X) = (I⌦H>(X))G0(X)+(G(X)⌦I)H0(X)
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Scalar-Matrix Derivatives

First some simple identities:

f (X) = trace(AX) f

0(X) = A>

f (X) = trace(AX>) f

0(X) = A
f (X) = log det(X) f

0(X) = X�>

Then the chain rule for more general expressions:

vec

 ✓
@

@X
log det(G(X))

◆>
!

=

✓
@G

@X

◆>
vec

⇣
(G(X))�1

⌘

vec

 ✓
@

@X
trace(G(X))

◆>
!

=

✓
@G

@X

◆>
vec(I)
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More Derivative Identitities

Assume X 2 Rm⇥m is a square matrix.

Square: F(X) = X2, F0(X) = I
m

⌦ X> + X⌦ I
m

.

Inverse: F(X) = X�1, F0(X) = �X�1 ⌦ X�>.

+Transpose: F(X) = X�>, F0(X) = �X�> ⇥ X�1.

Square Root: F(X) = X1/2,

F0(X) =
�
I⌦ (X1/2)> + X1/2 ⌦ I

��1
.

Integer Power: F(X) = Xk , F0(X) =
P

k�1
i=0 Xi ⌦ (Xk�1�i )>.
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Human Scalar-Matrix Di↵erentiation

The chain rule to get scalar-matrix derivatives is awkward to use.
Instead we have some short-cuts.

@

@X
trace(G(X)H(X)) =

@

@X
trace (H(Y)G(X) +H(X)G(Y))

����
Y=X

,

@

@X
trace(AF�1(X)) = � @

@X
trace

�
F�1(Y)AF�1(Y)F(X)

�����
Y=X

,

and

@log det(F(X))

@X
=

@

@X
trace

�
F�1(Y)F(X)

�����
Y=X

.

Columbia University, Statistics Seminar Matrix Di↵erentiation



Introduction
Matrix Di↵erentiation
Example AMD Code

The Box Product
Derivative Rules
Forward and Reverse Mode Di↵erentiation

Finally if

r(x) =
q(x)

p(x)
=

P
n

i=1 aix
i

P
n

j=1 bix
i

is a scalar-scalar function we can form a matrix-matrix function by
simply substituting a matrix X for the scalar x . Then

@

@X
trace(r(X)) =

�
r

0(X)
�>

and if h(x) = log(r(x)) then

@

@X
log det(r(X)) =

�
h

0(X)
�>

.
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Review: The Anatomy of the Hessian

Theorem: Any scalar-matrix function f (X) formed using trace(),
log det(), ()T , and arithmetic operations (+, �, ⇤ and ()�1) has a
Hessian of the form:

f

00(X) =
k1X

i=1

Ai ⌦ Bi +
k2X

i=k1+1

Ai ⇥ Bi +
kX

i=k2+1

vec(Ai )vec
>(Bi ),
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Review: The Anatomy of the Hessian

Theorem: Any scalar-matrix function f (X) formed using trace(),
log det(), ()T , and arithmetic operations (+, �, ⇤ and ()�1) has a
Hessian of the form:

f

00(X) =
k1X

i=1

Ai ⌦ Bi +
k2X

i=k1+1

Ai ⇥ Bi +
kX

i=k2+1

vec(Ai )vec
>(Bi ),

This allows the Hessian to be e�ciently utilized...

f

00(X)vec(C) = vec

 
k1X

i=1

BiCA
>
i +

k2X

i=k1+1

BiC
>A>

i +
kX

i=k2+1

Ai trace(C
>Bi )

!
.
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Compute f (X) = trace(F(X)) = trace(((I+ X)�1X>)X)

trace(F(X))f = trace(T5)

⇥T5 = T4 ⇤ X

⇥T4 = T2 ⇤ T3 X

(·)�1T2 = T�1
1

(·)>T3 = X>

+ X

XI

T1 = I+ X
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((trace(F))0)> = vec

�1
�
vec

>(I)F0�

trace(F(X))

⇥

f

0 = vec

�1
�
vec

>(I)T0
5

�

T5T0
5 = (I⌦ X>)T0

4 + (T4 ⌦ I)(I⌦ I)

⇥ T4T0
4 = (I⌦ T>

3 )T
0
2 + (T2 ⌦ I)T0

3 XI⌦ I

(·)�1 T2T0
2 = �(T2 ⌦ T>

2 )T
0
1 (·)>T3 T0

3 = I⇥ I

+ XI⌦ I
T1T0

1 = 0+ I⌦ I

XI⌦ II0
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Forward mode di↵erentiation

Requires huge intermediate matrices.

Only the last step reduces the size.

Critical points:

F0(X) is composed of Kronecker, box (and outer) products for
a large class of functions. (wow!)

These can be “unwound” by multiplication with vectorized
scalar-matrix derivatives (gasp!):

vec

>(C)A⌦ B = vec

>(B>CA)

Reverse mode di↵erentiation:

Evaluate the derivative from top to bottom.

Small scalar-matrix derivatives are propagated down the tree.
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vec

>(R0)(I⌦ X>) = vec

>(XR0I)

trace(F(X))

⇥

f

0 = R0 = I

T5T0
5 = (I⌦ X>) T0

4+ T4 ⌦ I

⇥ T4

R1 = XR0

X

(·)�1 T2 (·)>T3

+ XT1

XI
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vec

>(R0)(T4 ⌦ I) = vec

>(IR0T4)

trace(F(X))

⇥

f

0 = R>
2 R0 = I

T5T0
5 = (I⌦ X>) T0

4+ T4 ⌦ I

⇥ T4

R1 = XR0

X R2 = R0T4

(·)�1 T2 (·)>T3

+ XT1

XI
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vec

>(R1)(I⌦ T>
3 ) = vec

>(T3R1I)

trace(F(X))

⇥

f

0 = R>
2 R0 = I

T5

⇥ T4

R1 = XR0

T0
4 = (I⌦ T>

3 ) T
0
2+ (T2 ⌦ I) T0

3 X R2 = R0T4

(·)�1 T2

R3 = T3R1

(·)>T3

+ XT1

XI
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vec

>(R1)(T2 ⌦ I) = vec

>(IR1T2)

trace(F(X))

⇥

f

0 = R>
2 R0 = I

T5

⇥ T4

R1 = XR0

T0
4 = (I⌦ T>

3 ) T
0
2+ (T2 ⌦ I) T0

3 X R2 = R0T4

(·)�1 T2

R3 = T3R1

(·)>T3

R4 = R1T2

+ XT1

XI
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vec

>(R3)(�T2 ⌦ T>
2 ) = vec

>(�T2R3T2)

trace(F(X))

⇥

f

0 = R>
2 R0 = I

T5

⇥ T4 X R2 = R0T4

(·)�1 T2

R3 = T3R1

T0
2 = �(T2 ⌦ T>

2 )T
0
1 (·)>T3

R4 = R1T2

+ XT1

R5 = �T2R3T2

XI
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vec

>(R4)(I⇥ I) = vec

>(IR>
4 I)

trace(F(X))

⇥

f

0 = R>
2 +R>

6 R0 = I

T5

⇥ T4 X R2 = R0T4

(·)�1 T2 (·)>T3

R4 = R1T2

T0
3 = I⇥ I

+ X R6 = R>
4T1

R5 = �T2R3T2

XI
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vec

>(R5)0 = vec(0)

trace(F(X))

⇥

f

0 = R>
2 +R>

6 R0 = I

T5

⇥ T4 X R2 = R0T4

(·)�1 T2 (·)>T3

+ X R6 = R>
4T1

R5 = �T2R3T2

T0
1 =0+I⌦ I

XI R7 = 0
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vec

>(R5)I⌦ I = vec(R5)

trace(F(X))

⇥

f

0 = R>
2 +R>

6 +R>
8 R0 = I

T5

⇥ T4 X R2 = R0T4

(·)�1 T2 (·)>T3

+ X R6 = R>
4T1

R5 = �T2R3T2

T0
1 =0+I⌦ I

X R8 = R5I R7 = 0
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f

0(X) = R>
2 + R>

6 + R>
8

trace(F(X))

⇥

f

0 = R>
2 +R>

6 +R>
8 R0 = I

T5

⇥ T4 X R2 = R0T4

(·)�1 T2 (·)>T3

+ X R6 = R>
4T1

X R8 = R5I
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Our Automatic Matrix Di↵erentiation Library

Provide both symbolic and algorithmic di↵erentiation.
Symbolic di↵erentiation gives results as Matlab code.
Algorithmic di↵erentiation supports multi-threading, but
requires the Elemental matrix library.

Support operations +, �, ⇤, .⇤, transpose, inverse, trace and
log-determinant.

Two ways to compute symbolic di↵erentiation: as a C++

program and on command line.
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The resulting derivative is:

./SymbolicSample.exe

Function Value: trace(((A*X)*B)*X)

Derivative Value: (((B*X)*A)’+((A*X)*B)’)
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Taylor expansion

Recall that for a scalar-scalar function the Taylor expansion of a
function f around a value x0 looks like:

f (x) = f (x0)+(x�x0)f
0(x0)+

1

2
(x�x0)

2
f

00(x0)+
1

3!
(x�x0)

3
f

000(x0)+· · ·

For a vector valued function f

0(x0) is a vector and f

00(x0) is a
matrix, so the Taylor expansion looks like

f (x) = f (x0) + (x� x0)
>
f

0(x0) +
1

2
(x� x0)

>
f

00(x0)(x� x0) + · · ·

The third derivative here is a 3-dimensional tensor, and it’s a bit
unclear what the best way to continue the expansion is. For
scalar-matrix functions it’s even messier.
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Taylor expansion for scalar-matrix functions

For a matrix-matrix function like F (X) = (I�X)�1 around X0 = 0
we can pretend X is a scalar and get

(I� X)�1 = I+ X+ X2 + X3 + ·

Thus for a scalar-matrix function like f (X) = trace((I� X)�1) we
can write the Taylor expansion as

trace((I�X)�1) = trace(I)+ trace(X)+ trace(X2)+ trace(X3)+ ·,

although we do not explicitly compute f

0(X), f 00(X), f 000(X), . . . we
compute individual terms of the Taylor expansion e�ciently.
But we can compute f

00(X)vec(X) e�ciently using our code. This
allows us to automate the entire process of building the Taylor
expansion.
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Taylor expansion for log det(X)

We use these matrix di↵erentiation rules to compute the Taylor
expansion around the point X0. Our code gives the following
Taylor expansion for log det(X) as seen in the code on the next
two slides.

log det(X) = log det(X0) + trace((X� X0)X
�1
0 )

+
1

2!
trace(�(X� X0)X

�1
0 (X� X0)X

�1
0 )

+
1

3!
trace(2(X� X0)X

�1(X� X0)X
�1(X� X0)X

�1) · · ·
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Taylor expansion for log det(X) continued

If we define � = (X� X0) to be a constant function (with respect
to X0) we can compute the Taylor series iteratively as follows:

f0(X0) = log det(X0)

f1(X0) = trace(�(f 00(X0))
T )

f2(X0) = trace(�(f 01(X0))
T )

f3(X0) = trace(�(f 02(X0))
T )

The Taylor expansion can now be written:

log det(X) = f0(X0) + f1(X0) +
1

2!
f2(X0) +

1

3!
f3(X0) · · ·
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Conclusion

Dense numerical di↵erentiation using libElemental.

Currently, we support multi-threading.
Support for distributed computing planned.

Plan to support sparse matrices and to provide python
bindings (numpy library).

To obtain AMD: (https://github.com/pkambadu/AMD)
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SIC Clustering of GMMs

Consider approximating a Gaussian mixture model (GMM)

g(x) =
GX

i=1

⇡iN (x;µi ,⌃i ) =
GX

i=1

⇡igi (x), (1)

using a GMM with a single, sparse, inverse covariance P = ⌃�1

h(x) =
GX

i=1

⇡iN (x;µi ,⌃) =
GX

i=1

⇡ihi (x), (2)

Steven J. Rennie Second Order Methods for Sparse Inverse Covariance Clustering
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SIC Clustering of GMMs

Consider approximating a Gaussian mixture model (GMM)

g(x) =
GX

i=1

⇡iN (x;µi ,⌃i ) =
GX

i=1

⇡igi (x), (1)

using a GMM with a single, sparse, inverse covariance P = ⌃�1

h(x) =
GX

i=1

⇡iN (x;µi ,⌃) =
GX

i=1

⇡ihi (x), (2)

The matrix P can be learned by minimizing

f (P) =
GX

i=1

⇡i (D(gi (x), hi (x)) + �kvec(P)k1) , (3)

for some divergence measure D.
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SIC Clustering of GMMs

Consider approximating a Gaussian mixture model (GMM)

g(x) =
GX

i=1

⇡iN (x;µi ,⌃i ) =
GX

i=1

⇡igi (x), (1)
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SIC Clustering: K-L Divergence

For the K-L divergence, D(hkg):

fKL(P) = trace(PS)� log det(P) + �kvec(P)k1, S =
GX

i=1

⇡i⌃i .

(4)

This is the covariance selection problem.

The Hessian of the smooth part of the objective is P�1 ⌦P�1.

Recent work exploits this Hessian structure...
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SIC Clustering: Je↵reys Divergence

For the Je↵reys divergence:

fJ(x) = LJ(P) + �kvec(P)k1, (5)

LJ(P) = trace(PS+ TP�1) ,T =
GX

i=1

⇡i⌃
�1
i , (6)

The gradient and Hessian of LJ(P) are:

G ⌘ L

0
J(P) = S� A, (7)

H ⌘ L

00
J(P) = A⌦ B+ B⌦ A. (8)

A = P�1TP�1, B = P�1
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Preliminaries

Let p = vec(P), g = vec(G), and z = vec(Z). At iteration k ,
define the set of free variables:

F={(i , j)|[Pk ]ij 6= 0 or |[Gk ]ij | > �}, (9)

Define also the orthant face indicator matrix, ZkF :

(ZkF )ij =

⇢
sign([Pk ]ij) if [Pk ]ij 6= 0

�sign([Gk ]ij) o.w .
(10)

The steepest descent direction of fJ(x) w.r.t. F is
f

0
J(x)kF = �(GkF + �ZkF ).
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Orthant-based Methods

Minimize a quadratic Taylor approximation of fJ(x) over the
free variables

p⇤F = pkF �H�1
kF (�zkF + gkF ), (11)

Exploit the structure of the Hessian to e�ciently solve (or
approximately solve) the quadratic model (e.g. CG or LBFGS)

Do a back-tracking line search, obtain a p.d. result in ZkF .

Iterate.
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Newton-LASSO Methods

Iteratively solve the following Lasso problem:

P⇤ = argmin qk(P� Pk) + �kvec(P)k1, (12)

where

qk(X)=LJ(Pk)+vec

>(X)gk +
1

2
vec

>(X)Hkvec(X), (13)

using your favorite LASSO solver.

FISTA: ISTA iteration, Xi = S�/c(X̂i � q

0
k(X̂i � Pk)/c),

Nesterov acceleration step, X̂i+1 = Xi +
ti�1
ti+1

(Xi � Xi�1),
iterate.

QUIC: Coordinate descent, X ! X+ µ(eie>j + eje>i ), solve
for µ, iterate.
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Problem: Acoustic Model Clustering

Motivation: Begin to explore sparse inverse covariance
models for ASR.

Features: ±4 13-dim PLPs + speaker CMVN + VTLN +
LDA(40) + fMMI.

Acoustic model: 2200 context-dep. HMM states; 50K ML +
BMMI trained diag/full covariance models.

Objective:

P⇤
c(:) = arg min

c(i)2{1,2,...,C},Pc�0

GX

i=1

⇡i
�
D(gi , hi ,c(i)) + �kPc(i)k

�
,

(14)

Steven J. Rennie Second Order Methods for Sparse Inverse Covariance Clustering
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Results: Acoustic Model Clustering

Baselines:

System WER comp. factor
Diagonal Covariance 19.1% 20.5
Full Covariance 18.4% 1.0

Clustered, Sparse, Inverse Covariance Models:
(2200 clusters)

Objective � WER comp. factor obj. value
KLD 0.002 19.1% 39.1 2988
KLD 0.005 19.1% 73.6 3500
KLD 0.010 19.0% 159 4328
JFD 0.005 19.0% 44.9 6518
JFD 0.010 19.1% 78.7 7414
JFD 0.020 19.2% 184.0 9163

Algorithms:

Method Description

NL-FISTA Newton-LASSO with a FISTA solver.
NL-Coord Newton Lasso using coordinate descent.
OBN-CG5 Orthant-based Newton, 4 CG steps max.
OBN-CGD OBN-CG-5 with Dynamic # of CG steps (+1 every 3 its)
OBN-LBFGS Orthant-based quasi-Newton method using L-BFGS

Steven J. Rennie Second Order Methods for Sparse Inverse Covariance Clustering
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Reflections

A large class of functions have factorial Hessians: we believe
this should have consequences for many problems...

Direct-products representation ⌘ fast matrix-vector
multiplication, e�cient matrix storage: broad application...

Calculus of optimizing functions with a matrix argument
matured. TR and Cookbook will be released soon: email us
for a draft...

Steven J. Rennie Second Order Methods for Sparse Inverse Covariance Clustering
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� 0.5 0.1 0.05

problem algorithm time time time

card(P⇤) 0.11% 2.17% 10.15%
cond(P⇤) 4.29 14.9 132

NL-FISTA 68.6 686 1044
n = 1000 NL-Coord 3.78 20.8 142

Card(⌃�1) = 3.5% OBN-CG-5 8.21 18.9 29.8
OBN-CG-D 8.21 17.4 24.6
OBN-LBFGS 7.97 20.8 32.8

Steven J. Rennie Second Order Methods for Sparse Inverse Covariance Clustering
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� 0.5 0.1 0.05

problem algorithm time time time

card(P⇤) 0.05% 0.82% 10.6%
cond(P⇤) 2.85 9.43 173

NL-FISTA P⇤ = P0 611 > 2500
n = 2000 NL-Coord P⇤ = P0 48.6 590

Card(⌃�1) = 18.7% OBN-CG-5 P⇤ = P0 66.3 145
OBN-CG-D P⇤ = P0 68.3 126
OBN-LBFGS P⇤ = P0 60.9 134

Steven J. Rennie Second Order Methods for Sparse Inverse Covariance Clustering



Structured(Deep(Neural(Networks((
for((

Automa5c(Speech(Recogni5on!

Steven!J.!Rennie!
Joint!work!with!Peder!Olsen,!Vaibhava!Goel,!
Petr!Fousek,!E=enne!Marcheret,!Pierre!Dognin!

IBM!T.J!Watson!Research!Center!
New!York,!USA!



Mo=va=on!

•  Deep!networks!are!powerful!learning!machines!
– “Universal!Approximators”,!Low!bias,!high!variance!

•  Careful!Ini=aliza=on/Regulariza=on/Training!
can!substan=ally!improve!performance!
– Early!stopping,!Weight!decay!(L1,L2),!etc.!
– Normaliza=on!(data,!layers,!maxnorm!on!weights…)!
– Stochas=c!training!(SGD,!Dropout,!DropZconnect…)!
– Condi=onally!linear!units!(ReLU,Maxout,...)!

!



Ques=ons!

•  How!should!we!constrain!the!structure!of!DNNs?!

•  How!do!new!network!architectures!relate!to!
probabilis=c!graphical!models?!

•  How!can!recent!great!ideas!like!dropout!and!sparse/
lowZrank!reps.!be!further!generalized!

•  What!methods!are!relevant!in!“big”!data!scenarios?!



Outline!

•  Genera=ve!models!and!explaining!away!

•  Generalizing!sumZproduct!networks!

•  Generalizing!maxout!networks!

•  Structured!DNNs!for!big!data!

•  Dropout!training!for!big!data!

•  Future!direc=ons!



Sum-product Networks (SPNs)
• First introduced by Poon and Domingos (ICML 2011)

Probability Model:                              

Network Polynomial:

Partition Function:

• Main idea: Use networks of sums and products to realize 
models for which inference (e.g. compute Z) is efficient

• Inference is linear in the # terms in the network poly.
• Sparse, shared factorizations of          = efficient inference

(Darwiche ACM 2003)



SPNs
Example:

• Value of root, S, determines p(X)
• Inference is linear in the number of edges

- independence 
assumptions

- cluster variables



SPNs%

•  Be(er%results%with%Max3product%networks%(MPNS)%
•  MPN%defined%hierarchically%on%image%blocks%effecBve%

Figure 5: Sample face completions. Top to bottom: orig-
inal, SPN, DBM, DBN, PCA, nearest neighbor. The first
three images are from Caltech-101, the rest from Olivetti.

mating likelihood in DBNs or DBMs is a very challenging
problem [30]; estimating marginals requires many Gibbs
sampling steps that may take minutes or even hours, and
the results are approximate without guarantee on the qual-
ity.

Third, SPNs appear to learn much more effectively. For
example, Lee et al. [16] show five faces with comple-
tion results in Figure 6 of their paper. Their network was
only able to complete a small portion of the faces, leav-
ing the rest blank (starting with images where the visible
side already contained more than half the face).3 The com-
pletions generated by DBMs look plausible in isolation,
but they are often at odds with the observed portion and
the same completions are often reused in different images.
The mean square error results in Table 1 confirmed that
the DBM completions are often not very good. Among
all categories, DBMs performed relatively well in Caltech
and Olivetti faces. So we contrast example completions in
Figure 5, which shows the results for completing the left
halves of previously unseen faces. The DBM completions
often seem to derive from the nearest neighbor according
to its learned model, which suggests that they might not
have learned very deep regularities. In comparison, the
SPN successfully completed most faces by hypothesizing
the correct locations and types of various parts like hair,
eye, mouth, and face shape and color. On the other hand,
the SPN also has some weaknesses. For example, the com-
pletions often look blocky.

We also conducted preliminary experiments to evaluate the

3We were unable to obtain their code for head-to-head com-
parison. We should note that the main purpose of their figure is to
illustrate the importance of top-down inference.

Table 2: Comparison of the area under the precision-recall
curve for three classification problems (one class vs. the
other two).

Architecture Faces Motorbikes Cars
SPN 0.99 0.99 0.98
CDBN (top layer) 0.95 0.81 0.87

potential of SPNs for object recognition. Lee et al. [16] re-
ported results for convolutional DBNs (CDBNs) by train-
ing a CDBN for each of the three Caltech-101 categories
faces, motorbikes, and cars, and then computed area under
precision-recall curve (AUC) by comparing the probabili-
ties for positive and negative examples in each classifica-
tion problem (one class vs. others). We followed their ex-
perimental setting and conducted experiments using SPNs.
Table 2 compares the results with those obtained using top
layer features in convolutional DBNs (CDBNs) (see Figure
4 in [16]). SPNs obtained almost perfect results in all three
categories whereas CDBNs’ results are substantially lower,
particularly in motorbikes and cars.4

6 SUM-PRODUCT NETWORKS AND
THE CORTEX

The cortex is composed of two main types of cells: pyrami-
dal neurons and stellate neurons. Pyramidal neurons excite
the neurons they connect to; most stellate neurons inhibit
them. There is an interesting analogy between these two
types of neurons and the nodes in SPNs, particularly when
MAP inference is used. In this case the network is com-
posed of max nodes and sum nodes (logs of products). (Cf.
Riesenhuber and Poggio [23], which also uses max and
sum nodes, but is not a probabilistic model.) Max nodes
are analogous to inhibitory neurons in that they select the
highest input for further propagation. Sum nodes are anal-
ogous to excitatory neurons in that they compute a sum of
their inputs. In SPNs the weights are at the inputs of max
nodes, while the analogy with the cortex suggests having
them at the inputs of sum (log product) nodes. One can be
mapped to the other if we let max nodes ignore their chil-
dren’s weights and consider only their values. Possible jus-
tifications for this include: (a) it potentially reduces com-
putational cost by allowing max nodes to be merged; (b)
ignoring priors may improve discriminative performance
[11]; (c) priors may be approximately encoded by the num-
ber of units representing the same pattern, and this may fa-
cilitate online hard EM learning. Unlike SPNs, the cortex
has no single root node, but it is straighforward to extend
SPNs to have multiple roots, corresponding to simultane-
ously computing multiple distributions with shared struc-
ture. Of course, SPNs are still biologically unrealistic in

4We should note that the main point of their results is to show
that features in higher layers are more class-specific.

Table 1: Mean squared errors on completed image pixels in
the left or bottom half. NN is nearest neighbor.

LEFT SPN DBM DBN PCA NN
Caltech (ALL) 3475 9043 4778 4234 4887
Face 1815 2998 4960 2851 2327
Helicopter 2749 5935 3353 4056 4265
Dolphin 3099 6898 4757 4232 4227
Olivetti 942 1866 2386 1076 1527

BOTTOM SPN DBM DBN PCA NN
Caltech (ALL) 3538 9792 4492 4465 5505
Face 1924 2656 3447 1944 2575
Helicopter 3064 7325 4389 4432 7156
Dolphin 2767 7433 4514 4707 4673
Olivetti 918 2401 1931 1265 1793

the results for a few example categories and Olivetti.2 Note
that the DBN results are not directly comparable with oth-
ers. Using the original images and without additional pre-
processing, the learned DBN gave very poor results, despite
our extensive effort to experiment using the code from Hin-
ton and Salakhutdinov [14]. Hinton and Salakhutdinov [14]
reported results for image reconstruction on Olivetti faces,
but they used reduced-scale images (25×25 compared to
the original size of 64×64) and required a training set con-
taining over 120,000 images derived via transformations
like rotation, scaling, etc. By converting to the reduced
scale and initializing with their learned model, the results
improve significantly and so we report these results instead.
Note that reducing the scale artificially lowers the mean
square errors by reducing the overall variance. So although
DBN appears to have lower errors than DBM and nearest
neighbor, their completions are actually much worse (see
examples in Figure 5).

Overall, SPN outperforms all other methods by a wide mar-
gin. PCA performs surprisingly well in terms of mean
square errors compared to methods other than SPN, but
their completions are often quite blurred since they are a
linear combination of prototypical images. Nearest neigh-
bor can give good completions if there is a similar image
in training, but in general their completions can be quite
poor. Figure 4 shows the scatter plots comparing SPNs with
DBMs, PCA, and nearest neighbor, which confirms the ad-
vantage of SPN. The differences are statistically significant
by the binomial sign test at the p < 0.01 level.

Compared to state-of-the-art deep architectures [14, 16,
29], we found that SPNs have three significant advantages.

First, SPNs are considerably simpler, theoretically more
well-founded, and potentially more powerful. SPNs ad-

2The complete set of results and the SPN code will be avail-
able for download at http://alchemy.cs.washington.edu/spn.

Figure 4: Scatter plots comparing SPNs with DBMs, PCA,
and nearest neighbor in mean square errors on Caltech-101.
Each point represents an image category. The y axes have
the same scale as the x axes. Top: left completion. Bottom:
bottom completion.
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mit efficient exact inference, while DBNs and DBMs re-
quire approximate inference. The problem of gradient dif-
fusion limits most learned DBNs and DBMs to a few lay-
ers, whereas with online hard EM, very deep accurate SPNs
were learned in our experiments. In practice, DBNs and
DBMs also tend to require substantially more engineering.
For example, we set the hyperparameters for SPNs in pre-
liminary experiments and found that these values worked
well for all datasets. We also used the same architecture
throughout and let learning adapt the SPN to the details of
each dataset. In contrast, DBNs and DBMs typically re-
quire a careful choice of parameters and architectures for
each dataset. (For example, the default learning rate of
0.1 leads to massive divergence in learning Caltech im-
ages with DBNs.) SPN learning terminates when the av-
erage log-likelihood does not improve beyond a threshold
(we used 0.1, which typically converges in around 10 itera-
tions; 0.01 yielded no improvement in initial experiments).
For DBNs/DBMs, however, the number of iterations has to
be determined empirically using a large development set.
Further, successful DBN/DBM training often requires ex-
tensive preprocessing of the examples, while we used es-
sentially none for SPNs.

Second, SPNs are at least an order of magnitude faster in
both learning and inference. For example, learning Cal-
tech faces takes about 6 minutes with 20 CPUs, or about
2 hours with one CPU. In contrast, depending on the num-
ber of learning iterations and whether a much larger trans-
formed dataset is used (as in [14, 29]), learning time for
DBNs/DBMs ranges from 30 hours to over a week. For
inference, SPNs took less than a second to find the MPE
completion of an image, to compute the likelihood of such
a completion, or to compute the marginal probability of a
variable, and all these results are exact. In contrast, esti-

Table 1: Mean squared errors on completed image pixels in
the left or bottom half. NN is nearest neighbor.

LEFT SPN DBM DBN PCA NN
Caltech (ALL) 3475 9043 4778 4234 4887
Face 1815 2998 4960 2851 2327
Helicopter 2749 5935 3353 4056 4265
Dolphin 3099 6898 4757 4232 4227
Olivetti 942 1866 2386 1076 1527

BOTTOM SPN DBM DBN PCA NN
Caltech (ALL) 3538 9792 4492 4465 5505
Face 1924 2656 3447 1944 2575
Helicopter 3064 7325 4389 4432 7156
Dolphin 2767 7433 4514 4707 4673
Olivetti 918 2401 1931 1265 1793

the results for a few example categories and Olivetti.2 Note
that the DBN results are not directly comparable with oth-
ers. Using the original images and without additional pre-
processing, the learned DBN gave very poor results, despite
our extensive effort to experiment using the code from Hin-
ton and Salakhutdinov [14]. Hinton and Salakhutdinov [14]
reported results for image reconstruction on Olivetti faces,
but they used reduced-scale images (25×25 compared to
the original size of 64×64) and required a training set con-
taining over 120,000 images derived via transformations
like rotation, scaling, etc. By converting to the reduced
scale and initializing with their learned model, the results
improve significantly and so we report these results instead.
Note that reducing the scale artificially lowers the mean
square errors by reducing the overall variance. So although
DBN appears to have lower errors than DBM and nearest
neighbor, their completions are actually much worse (see
examples in Figure 5).

Overall, SPN outperforms all other methods by a wide mar-
gin. PCA performs surprisingly well in terms of mean
square errors compared to methods other than SPN, but
their completions are often quite blurred since they are a
linear combination of prototypical images. Nearest neigh-
bor can give good completions if there is a similar image
in training, but in general their completions can be quite
poor. Figure 4 shows the scatter plots comparing SPNs with
DBMs, PCA, and nearest neighbor, which confirms the ad-
vantage of SPN. The differences are statistically significant
by the binomial sign test at the p < 0.01 level.

Compared to state-of-the-art deep architectures [14, 16,
29], we found that SPNs have three significant advantages.

First, SPNs are considerably simpler, theoretically more
well-founded, and potentially more powerful. SPNs ad-

2The complete set of results and the SPN code will be avail-
able for download at http://alchemy.cs.washington.edu/spn.

Figure 4: Scatter plots comparing SPNs with DBMs, PCA,
and nearest neighbor in mean square errors on Caltech-101.
Each point represents an image category. The y axes have
the same scale as the x axes. Top: left completion. Bottom:
bottom completion.
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mit efficient exact inference, while DBNs and DBMs re-
quire approximate inference. The problem of gradient dif-
fusion limits most learned DBNs and DBMs to a few lay-
ers, whereas with online hard EM, very deep accurate SPNs
were learned in our experiments. In practice, DBNs and
DBMs also tend to require substantially more engineering.
For example, we set the hyperparameters for SPNs in pre-
liminary experiments and found that these values worked
well for all datasets. We also used the same architecture
throughout and let learning adapt the SPN to the details of
each dataset. In contrast, DBNs and DBMs typically re-
quire a careful choice of parameters and architectures for
each dataset. (For example, the default learning rate of
0.1 leads to massive divergence in learning Caltech im-
ages with DBNs.) SPN learning terminates when the av-
erage log-likelihood does not improve beyond a threshold
(we used 0.1, which typically converges in around 10 itera-
tions; 0.01 yielded no improvement in initial experiments).
For DBNs/DBMs, however, the number of iterations has to
be determined empirically using a large development set.
Further, successful DBN/DBM training often requires ex-
tensive preprocessing of the examples, while we used es-
sentially none for SPNs.

Second, SPNs are at least an order of magnitude faster in
both learning and inference. For example, learning Cal-
tech faces takes about 6 minutes with 20 CPUs, or about
2 hours with one CPU. In contrast, depending on the num-
ber of learning iterations and whether a much larger trans-
formed dataset is used (as in [14, 29]), learning time for
DBNs/DBMs ranges from 30 hours to over a week. For
inference, SPNs took less than a second to find the MPE
completion of an image, to compute the likelihood of such
a completion, or to compute the marginal probability of a
variable, and all these results are exact. In contrast, esti-

Poon%&%Domingos,%2011%



SPNs:%Experiences%

•  A%efficient%way%to%do%inference%in%parts3based%
models,%especially%for%missing%data%problems%

•  We’ve%experimented%them%for%a%while%now…%

•  Validity%requires%complicate%structure%learning%

•  Recursive%greedy%MI/clustering%considered%%

•  Pruning%structure%with%L1%trivial%
%

(Gens%&%Domingos,%ICML%2013)%



Discriminative SPNs

• New setting: Learn classifier given input x, 
labels l

• New goal: Learn p(l|x), validity w.r.t x no 
longer required. (Gens,Domingos, ICML 2013)

• Good results, but features re-introduced at 
several layers, architecture seems highly 
engineered

• Questions:
– How do can we learn the structure of SPNs
– What is their relation to more standard DNN 



SPNs
• ‘Sum’ nodes 
(marginalize out ‘cluster’ variables)

• ‘Product’ nodes 
(pre-specified independence assumptions) 



SPNs: Log domain
• ‘Sum’ nodes 

• ‘Product’ nodes 



Log-sum Networks
• ‘Sum’ nodes 

• ‘Product’ nodes 

learn connectivity structure

learn detectors based on  
generalized means of projections



Log-sum Networks
• Can learn the structure of ‘product’ nodes

• Can learn a set of statistics (generalized means) of 
the inner products of the preceding (linear) layer

• Are universal approximators (log-sum function is 
convex, difference of two enough in the limit )

• Are ‘deep networks’, and we sort of think we know 
how to train them .



Maxout Networks
• Non-linearity is the max of a set of affine functions 

(Goodfellow et al., arXiv 2013)

• Each maxout unit has an independent set of filters
• Conditionally linear given the data (almost) 

everywhere 
• Claimed to be designed specifically for dropout 
(make ensemble averaging interpretation more valid)



LSNs and Maxout Networks
• LSNs generalize Maxout networks

• Allows for sharing of ‘filters’
• Allows for learning of alpha
• Can approximate smooth functions with less units 



LSNs vs. Maxout Networks



LSNs and CNNs
• LSNs (and maxout nets) 

– no ‘traditional’ non-linearity
– CNNs ‘pool’ over feature-maps (invariance to position)
– LSNs/maxout nets ‘pool’ over models (inv. to sub-state)

• LSNs,Maxout Nets,Relu Nets,CNNs differ only in
– Weight tying and sparsity structure
– Pooling function

• LSNs ( ) seem ideal for moving to network structure 
learning rather than pre-specification
– Experiments in progress 



MNIST
• Handwritten digits (0-9), 28x28 grayscale images
• 60K training, 10K test examples
• The good

– A plethora of ML algorithms run on MNIST
– Fast turnaround on experiments
– Results categorized based on assumptions 

• The bad, and the ugly
– Small training set (generalization key issue), small # classes
– Pretty much solved (if no holds barred, 21 errors left)



MNIST results
• 2x1K+softmax (2 filters/output unit) networks enough 

to beat best published results (next slide)
• Dropout p=0.5, LR high, constant LR decay 

(0.998/epoch, Hinton, arXiv 2012)
• Indications so far

– ‘filter’ sharing in LSN, Maxout units not beneficial
– Very high (~max) and very low (~product) alpha preferred
– Maxout nets train faster, deliver same performance
– 2 filters/unit the most effective



MNIST

• Misclassified Examples 
(LSN, 1 hidden layer, no prior knowledge, TER 2.5%)



MNIST Results

Maxout (Goodfellow et al.) no pre-train 94 errors

Maxout no pre-train 82 errors

LSN (no filter sharing) no pre-train 80 errors*

Deep Boltzmann Machines (DBM) pre-train 79 errors*

45 errors*assumes structure of 
data, no data aug.Maxout CNN. (Goodfellow et al.)

CNN + drop-connect cropped, rotated, scaled 
training data 21 errors*

* Best known result for given assumptions

Table 1: No prior knowledge of data:

Table 2: Assumptions about structure, [data augmentation]:



MNIST Results

70 errorsno pre-train, 2D-
structure assumed

Maxout (alt. version), local receptive 
fields

40 errorsTraining data translated 
by +-4 pixels

Maxout (alt. version), local receptive 
fields, no weight tying

45 errors*assumes structure of 
data, no data aug.Maxout CNN. (Goodfellow et al.)

CNN + drop-connect cropped, rotated, scaled 
training data 21 errors*

* Best known result for given assumptions

Table 4: Assumptions about structure, [data augmentation]:

Table 3: No prior knowledge of data:
100 errorsno pre-trainMaxout (alt. version)

Maxout (Goodfellow et al.) no pre-train 94 errors

Deep Boltzmann Machines (DBM) pre-train 79 errors*



Mo=va=on!

•  Deep!networks!are!powerful!learning!machines!
– “Universal!Approximators”,!Low!bias,!high!variance!

•  Careful!Ini=aliza=on/Regulariza=on/Training!
can!substan=ally!improve!performance!
– Early!stopping,!Weight!decay!(L1,L2),!etc.!
– Normaliza=on!(data,!layers,!maxnorm!on!weights…)!
– Stochas=c!training!(SGD,!Dropout,!DropZconnect…)!
– Condi=onally!linear!units!(ReLU,Maxout,...)!

!



Dropout!

•  Procedure:!Drop!out!layer!outputs!independently!with!
some!probability!during!training!(Hinton!2012)!

•  Ra=onale:!Prevent!coZadapta=on!of!feature!detectors!
•  Jus=fica=on:!For!logZlinear!models,!implements(a!

geometric(average(over(an(exponen5al(#(of(models(
–  Log!likelihood!higher!than!expected!log!likelihood!(Hinton!2002)!!

•  In!prac=ce:!works!well!for!deep!networks,!especially!
condi=onally!linear!ones!

•  An(extremely(powerful(regularizer:!!
–  each!weight!is!op=mized!to!maximize!the!probability!of!the!
exponen=al!number!of!models!



Dropout!

•  Input:!
•  Masks:!!
•  Models:!!
•  Aggregate!Model!(LogZlinear!case):!

that increase the dropout rate to be used for the next iteration could
also be utilized. The most straightforward realization of annealed
dropout reduces the dropout rate from an initial rate d0 to zero over
N steps with constant rate ↵i = 1/N , giving:

di = max(0, 1� i/N) ⇤ d0 (2)

This dropout schedule was used for all reported experiments.

2.2. Dropout Procedure

Given the dropout rate di for a neuron, dropout is applied during the
forward pass of training by randomly setting the output of the neu-
ron to zero with probability di. This can be done by sampling from
a uniform distribution 2 (0, 1) and then setting the output to zero if
the sample is less than di. The same ”mask” of zeros that was ap-
plied during the forward pass must also be (implicitly or explicitly)
applied to the gradients that are recieved during the backward pass,
since the network that is instantiated for that training case does not
contain any neurons that have been ”dropped out”.

HiddenxLayer+Pinch LR Schedule D=0 D= 0.5 AD
1Kx7 (18M pars) Newbaub, 0.75 61.8 60.7 58.7
1Kx7 Newbaub, 0.5 - 61.2 -
1Kx7 Fixed Decay - 60.9 57.4
2Kx7 (48M pars) Fixed Decay - 57.4 -
2Kx7 Newbaub, 0.5 - 58.2 -

Table 1. Phone error rates (PERs) for Annealed Dropout (AD) vs.
fixed dropout (D= 0.5) and no dropout (D=0) as a function of learn-
ing rate schedule and model size on Aurora4. All are maxout net-
works with 2 filters per unit unless otherwise noted.

HiddenxLayers+Pinch LR Schedule D=0 D= 0.5 AD
2.8Kx5+512 Newbaub,0.5 - 44.8 -
1.4Kx4+512 Newbaub,0.5 45.2 - -
1.4Kx4+512 Newbaub,0.75 - - 43.6

Table 2. Phone error rates (PERs) for Annealed Dropout (AD) vs.
fixed dropout (D= 0.5) and no dropout (D=0) as a function of learn-
ing rate schedule and model size on 100 hours of open voice search
(OVS) data. All are maxout networks with 2 filters per unit unless
otherwise noted.

3. RESULTS

Table 1 depicts phone error rate (PER) results obtained on the Au-
rora 4 database, a medium vocabulary speech recognition task that
contains data that is 1) clean 2) contains linear channel distortion, 3)
is corrupted by diffuse additive noise, and 4) has both linear channel
distortion and additive noise (consult [?] for details). PERs are given
for networks trained a) without dropout, b) with a fixed dropout rate
of 0.5, and c) with a dropout rate that is annealed from 0.5 to 0
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di = max(0, 1� i/N) ⇤ d0 (2)
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2.2. Dropout Procedure

Given the dropout rate di for a neuron, dropout is applied during the
forward pass of training by randomly setting the output of the neu-
ron to zero with probability di. This can be done by sampling from
a uniform distribution 2 (0, 1) and then setting the output to zero if
the sample is less than di. The same ”mask” of zeros that was ap-
plied during the forward pass must also be (implicitly or explicitly)
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dropout reduces the dropout rate from an initial rate d0 to zero over
N steps with constant rate ↵i = 1/N , giving:
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2.2. Dropout Procedure

Given the dropout rate di for a neuron, dropout is applied during the
forward pass of training by randomly setting the output of the neu-
ron to zero with probability di. This can be done by sampling from
a uniform distribution 2 (0, 1) and then setting the output to zero if
the sample is less than di. The same ”mask” of zeros that was ap-
plied during the forward pass must also be (implicitly or explicitly)
applied to the gradients that are recieved during the backward pass,
since the network that is instantiated for that training case does not
contain any neurons that have been ”dropped out”.
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smaller network substantially. This is because the larger network
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works with 2 filters per unit unless otherwise noted.

HiddenxLayers+Pinch LR Schedule D=0 D= 0.5 AD
2.8Kx5+512 Newbaub,0.5 - 44.8 -
1.4Kx4+512 Newbaub,0.5 45.2 - -
1.4Kx4+512 Newbaub,0.75 - - 43.6

Table 2. Phone error rates (PERs) for Annealed Dropout (AD) vs.
fixed dropout (D= 0.5) and no dropout (D=0) as a function of learn-
ing rate schedule and model size on 100 hours of open voice search
(OVS) data. All are maxout networks with 2 filters per unit unless
otherwise noted.

3. RESULTS

Table 1 depicts phone error rate (PER) results obtained on the Au-
rora 4 database, a medium vocabulary speech recognition task that
contains data that is 1) clean 2) contains linear channel distortion, 3)
is corrupted by diffuse additive noise, and 4) has both linear channel
distortion and additive noise (consult [?] for details). PERs are given
for networks trained a) without dropout, b) with a fixed dropout rate
of 0.5, and c) with a dropout rate that is annealed from 0.5 to 0
uniformly over 20 epochs over the training data ( 10 hours). For
reference a network with twice the number of outputs per layer ( 4
times then number of parameters) and a fixed (0.5) and annealed
dropout (0.5 to 0 over 20 iterations) is also shown. All networks
were trained for 30 epochs. Clearly annealed dropout benefits the
smaller network substantially. This is because the larger network
overfits the training data when the dropout rate is annealed, because
lower dropout rates can lead to overfitting. This dataset is tiny–when
model size and training time are the primary considerations, as they
are for e.g. for the training ofr commerical ASR systems, annealed
dropout improves performance. Table 2 shows PERs for the case
of no dropout, a fixed dropout rate of 0.5, and annealed dropout for
models trained on 100 hours of training data. Again we see the same
trend.

4. RANDOM STUFF

For a log-linear model with inputs x 2 Rn aggregated over a col-
lection of models sharing weights {wij}, each with a unique mask
mj|M 2 {0, 1} over the set of all |M| = 2

n possible masks:

log p(y = i|x) /
X

M

p(M) log p(y = i|x,M)

/
X

M

p(M)

X

j

mj|Mwijxj

=

X

j

Ep(M)[mj ]wijxj (3)

where Ep(M)[mj ] = 1� pd, and pd is the dropout rate.

X

j

Ep(M)[mj ] = n(1� pd) (4)

X

j

Ep(M)[mj ] = n(1� pd)pd (5)
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Fig. 2. Histogram of the mode activation covariances of layer 1 of
an unconstrained annealed dropout trained Maxout DNN vs. a max-
out network trained with a fixed dropout rate of 0.2. Please consult
section 4.3 for further details and discussion.

Figure 4.2), although the AD model in general has slightly heavier
tails, as would be expected. Such statistics are interesting but fail
to do justice to the subtlties between the networks that lead to the
substantial difference in WER performance–we are very interested
in and continue to investigate such characterizations.

WER (%)
Dropout rate A B C D AVG
0.5! 0.04 over 23 its 4.3 7.7 7.0 15.6 10.8
0.4 5.0 9.9 8.5 18.2 13.0
0.3 4.6 8.9 7.6 16.8 11.9
0.2 4.4 8.7 7.8 16.9 11.8
0.1 4.9 9.5 9.0 18.6 13.0

Table 1. Word error rate (WER) as a function of (training) dropout
rate using Maxout networks on the Aurora 4 task. All networks
utilze 7 hidden layers, 1024 hidden units per layer, and 2 linear filters
per hidden unit.

4.4. Annealed Dropout and Maxout CNNs

Table 2 compares the results obtained using annealed dropout to us-
ing fixed dropout rates using Maxout CNNs. All models and anneal-
ing parameters are as specified in the Maxout DNN section, exept
that the first two layers of the network are convolutional. The first
layer of all networks utilize 128 local receptive fields with 9x9 fil-
ters. The second layer of all networks, following non-overlapping
max pooling in frequency of size 3, utilized 256 feature maps with
4(frequency)x3(temporal) filters. Again we see substantial benefit
from utilizing annealed dropout during training, but the discrepancy
is less pronounced, perhaps because the structure of the feature ex-
traction layers is highly contrained.

WER (%)
Dropout rate A B C D AVG
0.5! 0.04 over 23 its 4.0 7.8 6.7 14.9 10.5
0.1 4.7 9.2 8.1 17.2 12.2
0.2 4.5 8.4 7.4 15.9 11.3
0.25 4.5 8.2 7.2 15.4 10.9
0.3 4.6 8.2 7.2 15.2 10.9
0.35 4.6 8.4 7.1 15.9 11.0
0.4 4.6 8.5 7.1 15.9 11.3
0.5 4.9 8.9 7.5 16.6 11.8

Table 2. Word error rate (WER) as a function of (training) dropout
rate using Maxout CNN networks on the Aurora 4 task. All networks
utilze 2 CNN layers (details in text) followed by 5 full hidden layers,
1024 hidden units per layer, and 2 linear filters per hidden unit.

4.5. Annealed Dropout and Maxout DNNs with LRFs

Table 3 compares the results obtained using annealed dropout to us-
ing a fixed dropout rate when utilizing maxout networks whose units
utilize local receptive fields (LRFs) in the initial layer of the net-
work. More specifically, all linear projections done on the input are
restricted to 9 by 9 patches of the features, and their correspond-
ing delta and double delta features. In similar to convolutional neu-
ral networks, a projection is done for every possible position of the
window within each feature matrix, except that the weights of these
projections are not tied in any way. This allows for the learning of
more complex invariances than translation. For each position, forty
such projections are taken. The resulting outputs for a given position
are passed through Maxout units with 2 projections per unit, which
results in 1920 outputs. No spatial pooling was done. The remain-
ing 6 hidden layers of these networks utilize 1K maxout units, with
2 projections/unit. As for the case of unconstrained maxout units,
when the dropout rate was annealed is was reduced linearly over the
course of 30 iterations. Where specified, further iterations were then
performed on the model that minimized the frame-based phone-error
rate (PER) with the dropout rate held fixed. In this case the models
trained using annealed dropout again outperform those trained with
a fixed dropout rate, and in general the utilization of and LRF in the
input layer improves the performance of all networks significantly.
However, in this case, the margin between the annealed dropout and
fixed dropout trained networks is much smaller, perhaps because the
LRF encourages independence among the detectors as most have
non-overlapping inputs, diminishing the importance of annealing the
dropout rate.

4.6. Results using Order Statistic Networks

We have empirically found that annealed dropout leads to significant
gains in the performance of Order Statistic (Sortout) networks [5].
Our best results on Aurora 4 to date use Sortout networks trained
with annealed dropout, as depicted in Table 5.

4.7. More Intelligent Annealing

The linear, fixed decaying schedule used to anneal the dropout rate
for the experiments presents so far is effective, but extremely sim-
ple. It is therefore natural to question if more ”intelligent” annealing
schedules could produce yet better results. To begin to explore the
vast space of possibilities we first considered a simple tree search
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Fig. 2. Histogram of the mode activation covariances of layer 1 of
an unconstrained annealed dropout trained Maxout DNN vs. a max-
out network trained with a fixed dropout rate of 0.2. Please consult
section 4.3 for further details and discussion.

Figure 4.2), although the AD model in general has slightly heavier
tails, as would be expected. Such statistics are interesting but fail
to do justice to the subtlties between the networks that lead to the
substantial difference in WER performance–we are very interested
in and continue to investigate such characterizations.

WER (%)
Dropout rate A B C D AVG
0.5! 0.04 over 23 its 4.3 7.7 7.0 15.6 10.8
0.4 5.0 9.9 8.5 18.2 13.0
0.3 4.6 8.9 7.6 16.8 11.9
0.2 4.4 8.7 7.8 16.9 11.8
0.1 4.9 9.5 9.0 18.6 13.0

Table 1. Word error rate (WER) as a function of (training) dropout
rate using Maxout networks on the Aurora 4 task. All networks
utilze 7 hidden layers, 1024 hidden units per layer, and 2 linear filters
per hidden unit.

4.4. Annealed Dropout and Maxout CNNs

Table 2 compares the results obtained using annealed dropout to us-
ing fixed dropout rates using Maxout CNNs. All models and anneal-
ing parameters are as specified in the Maxout DNN section, exept
that the first two layers of the network are convolutional. The first
layer of all networks utilize 128 local receptive fields with 9x9 fil-
ters. The second layer of all networks, following non-overlapping
max pooling in frequency of size 3, utilized 256 feature maps with
4(frequency)x3(temporal) filters. Again we see substantial benefit
from utilizing annealed dropout during training, but the discrepancy
is less pronounced, perhaps because the structure of the feature ex-
traction layers is highly contrained.

WER (%)
Dropout rate A B C D AVG
0.5! 0.04 over 23 its 4.0 7.8 6.7 14.9 10.5
0.1 4.7 9.2 8.1 17.2 12.2
0.2 4.5 8.4 7.4 15.9 11.3
0.25 4.5 8.2 7.2 15.4 10.9
0.3 4.6 8.2 7.2 15.2 10.9
0.35 4.6 8.4 7.1 15.9 11.0
0.4 4.6 8.5 7.1 15.9 11.3
0.5 4.9 8.9 7.5 16.6 11.8

Table 2. Word error rate (WER) as a function of (training) dropout
rate using Maxout CNN networks on the Aurora 4 task. All networks
utilze 2 CNN layers (details in text) followed by 5 full hidden layers,
1024 hidden units per layer, and 2 linear filters per hidden unit.

4.5. Annealed Dropout and Maxout DNNs with LRFs

Table 3 compares the results obtained using annealed dropout to us-
ing a fixed dropout rate when utilizing maxout networks whose units
utilize local receptive fields (LRFs) in the initial layer of the net-
work. More specifically, all linear projections done on the input are
restricted to 9 by 9 patches of the features, and their correspond-
ing delta and double delta features. In similar to convolutional neu-
ral networks, a projection is done for every possible position of the
window within each feature matrix, except that the weights of these
projections are not tied in any way. This allows for the learning of
more complex invariances than translation. For each position, forty
such projections are taken. The resulting outputs for a given position
are passed through Maxout units with 2 projections per unit, which
results in 1920 outputs. No spatial pooling was done. The remain-
ing 6 hidden layers of these networks utilize 1K maxout units, with
2 projections/unit. As for the case of unconstrained maxout units,
when the dropout rate was annealed is was reduced linearly over the
course of 30 iterations. Where specified, further iterations were then
performed on the model that minimized the frame-based phone-error
rate (PER) with the dropout rate held fixed. In this case the models
trained using annealed dropout again outperform those trained with
a fixed dropout rate, and in general the utilization of and LRF in the
input layer improves the performance of all networks significantly.
However, in this case, the margin between the annealed dropout and
fixed dropout trained networks is much smaller, perhaps because the
LRF encourages independence among the detectors as most have
non-overlapping inputs, diminishing the importance of annealing the
dropout rate.

4.6. Results using Order Statistic Networks

We have empirically found that annealed dropout leads to significant
gains in the performance of Order Statistic (Sortout) networks [5].
Our best results on Aurora 4 to date use Sortout networks trained
with annealed dropout, as depicted in Table 5.

4.7. More Intelligent Annealing

The linear, fixed decaying schedule used to anneal the dropout rate
for the experiments presents so far is effective, but extremely sim-
ple. It is therefore natural to question if more ”intelligent” annealing
schedules could produce yet better results. To begin to explore the
vast space of possibilities we first considered a simple tree search
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WER (%)
Dropout rate A B C D AVG
M1: 0.5! 0.2 over 15 its 4.5 7.6 6.9 15.4 10.6
M1: 0.2 its 15-29 4.1 7.6 6.7 15.1 10.5
0.5 4.8 8.8 8.0 17.0 12.0
0.4 4.6 8.1 7.3 16.0 11.2
0.35 4.3 8.1 7.3 15.6 11.0
0.3 4.2 7.8 7.0 15.6 10.8
0.25 4.5 7.9 7.3 15.6 10.9
0.2 4.7 8.1 7.4 15.8 11.1
0.1 4.3 9.0 8.2 17.4 12.2

Table 3. Word error rate (WER) as a function of (training) dropout
rate using Maxout networks that utilize local receptive fields (LRFs)
on the Aurora 4 task. All networks utilze 7 hidden layers, 1024
hidden units per layer, and 2 linear filters per hidden unit.

approach that operates as follows. At each epoch, 4 scenarios are ex-
ecuted to produce 4 updated models: 1) reduce neither the learning
rate and dropout rate, 2) reduce the learning rate by a fixed percent-
age 3) reduce the dropout rate by a fixed amount, and 4) reduce both.
The model that lowers the frame-based phone error rate the most is
then selected. This approach, while simple (and inefficient), is sig-
nificantly more sophisticated that the fixed decay schedule we have
utilized so far. Table 4 depicts the results after 29 training epochs.
Remarkably, the two approaches perform on-par. However, the ”in-
telligent” algorithm, although converged, identifies a much higher
dropout rate (0.2) than the two pass approach described earlier does
(0.04), which is interesting.

WER (%)
Training A B C D Overall
AD 4.3 7.7 7.0 15.6 10.8
IDA 4.2 7.6 6.9 15.8 10.8

Table 4. Word error rate (WER) as a function of dropout annealing
algorithm using unconstrained Maxout DNNs. Here ”intelligent”
dropout annealing (IDA) refers to a greedy tree search algorithm (see
text), and AD refers to the simple annealing method (linear decay of
the dropout rate) used for all other experiments in this paper. All
networks utilze 7 hidden layers, 1024 hidden units per layer, and 2
linear filters per hidden unit.

4.8. Annealed Dropout for ReLU Networks

For the DNN systems using that utilize ReLU non-linearities, we
found that utilizing annealed dropout during training did not result
in WER reductions, perhaps because the non-linearities utilzed by
the network units are not adaptive, and therefore more immune to
”linear collapse”. Instead we we utilized a fixed dropout rate of 50%
on layers four to six–exhaustive testing revealed that this was the
most effective dropout training strategy for ReLU DNNs on Aurora
4. Our best ReLU DNN based system for Aurora 4 utilized 7 hidden
layers and 1414 units per hidden layer. This results in 2M parame-
ters/layer, as was the case for the most effective Maxout networks.
Table 5 summarizes the performance of the best identified system as
a function of network type. The best previous result on Aurora 4 that

we are aware of [6], which utilized dropout, noise-aware training,
and Sigmoid units, is also depicted. As the table shows, we found
that Maxout networks consistently outperformed ReLU networks on
Aurora 4, and we could get slightly better results yet using Sortout
networks [5]. We also experimented with Sigmoid networks and
found that all results were significantly behind those reported in the
table. Note that we have so far made attempt to optimize the features
we use on Auora 4 for noise and channel robustness. The appropri-
ate use of high resolution features and generalizations of noise aware
training [6] should result in further significant gains.

WER (%)
Network A B C D AVG
Sigmoid, 2048 [6] 5.4 8.3 7.6 18.5 12.4
ReLU, 1414 4.9 8.7 8.2 16.9 11.9
AD Maxout , 1024 4.3 7.7 7.0 15.6 10.8
Sortout, 1024 4.4 7.8 7.3 15.6 10.8
ReLU CNN, 1414 4.9 8.1 7.3 15.5 11.0
AD Maxout CNN, 1024 4.0 7.8 6.7 14.9 10.5
AD OSN CNN, 1024 4.2 7.6 6.6 14.3 10.3
ReLU LRF, 1414 4.7 8.3 7.5 16.1 11.3
AD Maxout LRF, 1414 4.2 7.4 6.5 14.8 10.3
AD OSN LRF 1414 4.0 7.2 6.4 14.5 10.0

Table 5. Word error rate (WER) as a function of network type. All
networks utilze 7 hidden layers. All Maxout and Sortout networks
utilize 2 linear filters per hidden unit. The number of hidden units
per layer for each network is indicated. The best published result
on Aurora 4 that we are aware of has also been included. Networks
trained using annealed dropout (AD) are noted.

5. EXPERIMENTS - OVS

The presented results on Aurora 4 suggest that even in data-limited
situations, annealed dropout can deliver further gains over a fixed
dropout training strategy. To begin to investigate how relevant an-
nealed dropout is to data plenty scenarios where the predominant
contraints are training time and model size, we have conducted some
preliminary experiments on 100 hours of internal open voice search
data. Table 6 and 7 summarize the results we have gathered so far.
Note that all networks were trained using a cross-entropy objective,
based on allignments generated from a system trained on much more
data, and that all networks have roughly the same number of param-
eters. Using annealed dropout (annealed to zero from 0.5), Maxout
networks are able to outperform the baseline system (trained on the
same 100 hours of data), whereas when a fixed dropout rate policy
is utilized, the network lags the sigmoid-based baseline. Note that it
was necessary to increase the size of the ”pinch” layer to make max-
out networks effective, whereas for the baseline sigmoid acoustic
model, small pinch layers apparently do not adversely affect perfor-
mance.

5.1. Concluding Remarks

In this paper we have presented preliminary results into our inves-
tigation of annealed dropout as a training procedure for neural net-
works, and Maxout networks in particular. The results suggest that
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WER (%)
Dropout rate A B C D AVG
M1: 0.5! 0.2 over 15 its 4.5 7.6 6.9 15.4 10.6
M1: 0.2 its 15-29 4.1 7.6 6.7 15.1 10.5
0.5 4.8 8.8 8.0 17.0 12.0
0.4 4.6 8.1 7.3 16.0 11.2
0.35 4.3 8.1 7.3 15.6 11.0
0.3 4.2 7.8 7.0 15.6 10.8
0.25 4.5 7.9 7.3 15.6 10.9
0.2 4.7 8.1 7.4 15.8 11.1
0.1 4.3 9.0 8.2 17.4 12.2

Table 3. Word error rate (WER) as a function of (training) dropout
rate using Maxout networks that utilize local receptive fields (LRFs)
on the Aurora 4 task. All networks utilze 7 hidden layers, 1024
hidden units per layer, and 2 linear filters per hidden unit.

approach that operates as follows. At each epoch, 4 scenarios are ex-
ecuted to produce 4 updated models: 1) reduce neither the learning
rate and dropout rate, 2) reduce the learning rate by a fixed percent-
age 3) reduce the dropout rate by a fixed amount, and 4) reduce both.
The model that lowers the frame-based phone error rate the most is
then selected. This approach, while simple (and inefficient), is sig-
nificantly more sophisticated that the fixed decay schedule we have
utilized so far. Table 4 depicts the results after 29 training epochs.
Remarkably, the two approaches perform on-par. However, the ”in-
telligent” algorithm, although converged, identifies a much higher
dropout rate (0.2) than the two pass approach described earlier does
(0.04), which is interesting.

WER (%)
Training A B C D Overall
AD 4.3 7.7 7.0 15.6 10.8
IDA 4.2 7.6 6.9 15.8 10.8

Table 4. Word error rate (WER) as a function of dropout annealing
algorithm using unconstrained Maxout DNNs. Here ”intelligent”
dropout annealing (IDA) refers to a greedy tree search algorithm (see
text), and AD refers to the simple annealing method (linear decay of
the dropout rate) used for all other experiments in this paper. All
networks utilze 7 hidden layers, 1024 hidden units per layer, and 2
linear filters per hidden unit.

4.8. Annealed Dropout for ReLU Networks

For the DNN systems using that utilize ReLU non-linearities, we
found that utilizing annealed dropout during training did not result
in WER reductions, perhaps because the non-linearities utilzed by
the network units are not adaptive, and therefore more immune to
”linear collapse”. Instead we we utilized a fixed dropout rate of 50%
on layers four to six–exhaustive testing revealed that this was the
most effective dropout training strategy for ReLU DNNs on Aurora
4. Our best ReLU DNN based system for Aurora 4 utilized 7 hidden
layers and 1414 units per hidden layer. This results in 2M parame-
ters/layer, as was the case for the most effective Maxout networks.
Table 5 summarizes the performance of the best identified system as
a function of network type. The best previous result on Aurora 4 that

we are aware of [6], which utilized dropout, noise-aware training,
and Sigmoid units, is also depicted. As the table shows, we found
that Maxout networks consistently outperformed ReLU networks on
Aurora 4, and we could get slightly better results yet using Sortout
networks [5]. We also experimented with Sigmoid networks and
found that all results were significantly behind those reported in the
table. Note that we have so far made attempt to optimize the features
we use on Auora 4 for noise and channel robustness. The appropri-
ate use of high resolution features and generalizations of noise aware
training [6] should result in further significant gains.

WER (%)
Network A B C D AVG
Sigmoid, 2048 [6] 5.4 8.3 7.6 18.5 12.4
ReLU, 1414 4.9 8.7 8.2 16.9 11.9
AD Maxout , 1024 4.3 7.7 7.0 15.6 10.8
Sortout, 1024 4.4 7.8 7.3 15.6 10.8
ReLU CNN, 1414 4.9 8.1 7.3 15.5 11.0
AD Maxout CNN, 1024 4.0 7.8 6.7 14.9 10.5
AD OSN CNN, 1024 4.2 7.6 6.6 14.3 10.3
ReLU LRF, 1414 4.7 8.3 7.5 16.1 11.3
AD Maxout LRF, 1414 4.2 7.4 6.5 14.8 10.3
AD OSN LRF 1414 4.0 7.2 6.4 14.5 10.0

Table 5. Word error rate (WER) as a function of network type. All
networks utilze 7 hidden layers. All Maxout and Sortout networks
utilize 2 linear filters per hidden unit. The number of hidden units
per layer for each network is indicated. The best published result
on Aurora 4 that we are aware of has also been included. Networks
trained using annealed dropout (AD) are noted.

5. EXPERIMENTS - OVS

The presented results on Aurora 4 suggest that even in data-limited
situations, annealed dropout can deliver further gains over a fixed
dropout training strategy. To begin to investigate how relevant an-
nealed dropout is to data plenty scenarios where the predominant
contraints are training time and model size, we have conducted some
preliminary experiments on 100 hours of internal open voice search
data. Table 6 and 7 summarize the results we have gathered so far.
Note that all networks were trained using a cross-entropy objective,
based on allignments generated from a system trained on much more
data, and that all networks have roughly the same number of param-
eters. Using annealed dropout (annealed to zero from 0.5), Maxout
networks are able to outperform the baseline system (trained on the
same 100 hours of data), whereas when a fixed dropout rate policy
is utilized, the network lags the sigmoid-based baseline. Note that it
was necessary to increase the size of the ”pinch” layer to make max-
out networks effective, whereas for the baseline sigmoid acoustic
model, small pinch layers apparently do not adversely affect perfor-
mance.

5.1. Concluding Remarks

In this paper we have presented preliminary results into our inves-
tigation of annealed dropout as a training procedure for neural net-
works, and Maxout networks in particular. The results suggest that

[6] Seltzer et al., 2013 (Noise Aware Training) 
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#H x #L + P Network D=0 D= 0.5 AD
2Kx5+100 (lin.) Sigmoid 44.5 45.1 –
1.4Kx4+512 Maxout 46.2 44.5 43.6
1.4Kx4+512 Maxout + LRF 44.4 – 42.9

Table 6. Frame-based phone error rate (PER) as a function of model
and dropout rate when trained/tested on 100/7 hours of (internal)
open voice search (OVS) data. All maxout networks have two linear
filters per maxout unit. For each model, the number of hidden lay-
ers (#L), number of units per hidden layer (#H), and the size of the
’pinch’ layer (P) immediately before the output layer are specified.
All networks have roughly the same number of parameters.

#H x #L + P Network WER(%)
2K x 5 + 100 (lin.) Sigmoid, D = 0 13.0
2K x 4 + 512 (lin.) ReLU D=0.5 (L2,L3 only) 13.3
1.4K x 4 + 512 Maxout, D=0 13.4
1.4K x 4 + 512 Maxout, D=0.5 13.9
1.4K x 4 + 512 Maxout, AD 12.6
1.4K x 4 + 512 Maxout+ LRF, AD 12.5

Table 7. Word error rate (WER) as a function of model and dropout
rate when trained/tested on 100/7 hours of (internal) open voice
search (OVS) data. All maxout networks have two linear filters per
maxout unit. For each model, the number of hidden layers (#L),
number of units per hidden layer (#H), and the size of the ’pinch’
layer (P) immediately before the output layer are specified. All net-
works have the same number of parameters, and were trained using
a cross-entropy based criterion.

annealed dropout is a powerful regularizer and training tool, but sev-
eral important investigations remain. One important question is the
extent to which contraints on the networks being learned alleviate the
need for annealing the dropout rate. The performance gap between
AD and fixed dropout training when we utilized maxout networks
with local receptive fields (LRFs) was much reduced compared with
that of unconstrained maxout networks. Other techniques such as re-
construction penalties which encourage the active linear projections
in a given layer to be orthogonal [7] still need to be investigated
within the context of dropout. Perhaps the most pressing set of in-
vestigation remaining is to explore the benefit of annealed dropout
in ”big data” regimes, using the best training criterion available. The
results presented here on Aurora 4 (10 hours of data) and open voice
search (100 hours of data) using cross-entropy trained models are
encouraging, but the effect of annealed dropout in the scenario of
thousands of hours of available training data and sequence training
criterion has yet to be explored. So far all indications suggest that
annealed dropout is a simple and highly effective way to increase the
performance of Maxout and Order Statistic (Sortout) networks.
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Fig. 2. Histogram of the mode activation covariances of layer 1 of
an unconstrained annealed dropout trained Maxout DNN vs. a max-
out network trained with a fixed dropout rate of 0.2. Please consult
section 4.3 for further details and discussion.

Figure 4.2), although the AD model in general has slightly heavier
tails, as would be expected. Such statistics are interesting but fail
to do justice to the subtlties between the networks that lead to the
substantial difference in WER performance–we are very interested
in and continue to investigate such characterizations.

WER (%)
Dropout rate A B C D AVG
0.5! 0.04 over 23 its 4.3 7.7 7.0 15.6 10.8
0.4 5.0 9.9 8.5 18.2 13.0
0.3 4.6 8.9 7.6 16.8 11.9
0.2 4.4 8.7 7.8 16.9 11.8
0.1 4.9 9.5 9.0 18.6 13.0

Table 1. Word error rate (WER) as a function of (training) dropout
rate using Maxout networks on the Aurora 4 task. All networks
utilze 7 hidden layers, 1024 hidden units per layer, and 2 linear filters
per hidden unit.

4.4. Annealed Dropout and Maxout CNNs

Table 2 compares the results obtained using annealed dropout to us-
ing fixed dropout rates using Maxout CNNs. All models and anneal-
ing parameters are as specified in the Maxout DNN section, exept
that the first two layers of the network are convolutional. The first
layer of all networks utilize 128 local receptive fields with 9x9 fil-
ters. The second layer of all networks, following non-overlapping
max pooling in frequency of size 3, utilized 256 feature maps with
4(frequency)x3(temporal) filters. Again we see substantial benefit
from utilizing annealed dropout during training, but the discrepancy
is less pronounced, perhaps because the structure of the feature ex-
traction layers is highly contrained.

WER (%)
Dropout rate A B C D AVG
0.5! 0.04 over 23 its 4.0 7.8 6.7 14.9 10.5
0.1 4.7 9.2 8.1 17.2 12.2
0.2 4.5 8.4 7.4 15.9 11.3
0.25 4.5 8.2 7.2 15.4 10.9
0.3 4.6 8.2 7.2 15.2 10.9
0.35 4.6 8.4 7.1 15.9 11.0
0.4 4.6 8.5 7.1 15.9 11.3
0.5 4.9 8.9 7.5 16.6 11.8

Table 2. Word error rate (WER) as a function of (training) dropout
rate using Maxout CNN networks on the Aurora 4 task. All networks
utilze 2 CNN layers (details in text) followed by 5 full hidden layers,
1024 hidden units per layer, and 2 linear filters per hidden unit.

4.5. Annealed Dropout and Maxout DNNs with LRFs

Table 3 compares the results obtained using annealed dropout to us-
ing a fixed dropout rate when utilizing maxout networks whose units
utilize local receptive fields (LRFs) in the initial layer of the net-
work. More specifically, all linear projections done on the input are
restricted to 9 by 9 patches of the features, and their correspond-
ing delta and double delta features. In similar to convolutional neu-
ral networks, a projection is done for every possible position of the
window within each feature matrix, except that the weights of these
projections are not tied in any way. This allows for the learning of
more complex invariances than translation. For each position, forty
such projections are taken. The resulting outputs for a given position
are passed through Maxout units with 2 projections per unit, which
results in 1920 outputs. No spatial pooling was done. The remain-
ing 6 hidden layers of these networks utilize 1K maxout units, with
2 projections/unit. As for the case of unconstrained maxout units,
when the dropout rate was annealed is was reduced linearly over the
course of 30 iterations. Where specified, further iterations were then
performed on the model that minimized the frame-based phone-error
rate (PER) with the dropout rate held fixed. In this case the models
trained using annealed dropout again outperform those trained with
a fixed dropout rate, and in general the utilization of and LRF in the
input layer improves the performance of all networks significantly.
However, in this case, the margin between the annealed dropout and
fixed dropout trained networks is much smaller, perhaps because the
LRF encourages independence among the detectors as most have
non-overlapping inputs, diminishing the importance of annealing the
dropout rate.

4.6. Results using Order Statistic Networks

We have empirically found that annealed dropout leads to significant
gains in the performance of Order Statistic (Sortout) networks [5].
Our best results on Aurora 4 to date use Sortout networks trained
with annealed dropout, as depicted in Table 5.

4.7. More Intelligent Annealing

The linear, fixed decaying schedule used to anneal the dropout rate
for the experiments presents so far is effective, but extremely sim-
ple. It is therefore natural to question if more ”intelligent” annealing
schedules could produce yet better results. To begin to explore the
vast space of possibilities we first considered a simple tree search
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problems such as neural network training, annealing the dropout
rate is more than an (approximate) validation procedure. Annealed
dropout biases the learned model toward ’simpler’ explanations of
the data during early training iterations, and gradually increases the
capacity of the model to allow more complex explanations to evolve
for phenomena that cannot ’easily’ be explained. Furthermore, an-
nealed dropout like dropout is a ’noisy’ training procedure, which
can greatly increase the realized capacity of the learned model, again
by mitigating against the convergence to pool local optima.

4. EXPERIMENTS ON AURORA 4

4.1. Task

The Aurora 4 task is small scale (10 hour), medium vocabulary noise
and channel ASR robustness task based on the Wall Street Journal
corpus [12]. All ASR models were trained using the task’s multi-
condition training set, which consists of 7137 base utterances ( 10
hours of data) sampled at 16kHz from 83 speakers. One half of
the training utterances was recorded with a primary Sennheiser mi-
crophone, and the other half was collected using one of 18 other
secondary microphones. Both sections of the training data contain
both clean and noisy speech utterances. The noisy utterances are
corrupted with one of six different noise types (airport, babble, car,
restaurant, street traffic and train station) at 10-20 dB SNR.
The standard Aurora 4 test set consists of 330 base utterances
from 8 speakers, which are used to generate 14 test conditions
(330x14=4620 utterances in total). As with the training set, the test
set was also recorded using two microphones–a primary microphone
and a secondary microphone, where the secondary microphone is
different than the secondary mic. used in the training set). The same
six noise types used during training are used to create noisy test ut-
terances with SNRs ranging from 5-15dB SNR, resulting in a total
of 14 test sets. These test sets are commonly grouped into 4 subsets–
clean (1 test case, group A), noisy (6 test cases, group B), clean with
channel distortion (1 test case, group C) and noisy with channel dis-
tortion (6 test cases, group D).

4.2. Baseline ASR systems

Before building deep neural network (DNN) baselines for multi-
condition training, an initial set of HMM-GMM models were trained
to produce alignments. Unlike the baseline systems that will be de-
scribed momentarily, these models are built on the corresponding
clean training (7137 utterances) set of the Aurora 4 task in speaker-
dependent fashion. Starting with 39-dimentional VTL-warped PLP
features and speaker-based cepstral mean/variance normalization,
an ML system with FMLLR based speaker adaptation and 2000
context-dependent HMM states is trained. The alignments produced
by this system were further refined using a DNN system also trained
on the clean training set with FMLLR based features.
Three sets of neural network based system baselines were built for
the multi-condition task. The first set are unconstrained deep neu-
ral networks and include models that utilize rectified linear (ReLU),
Maxout non-linearites with 2 filters/unit, and Sortout networks with
2 filters/unit [5]. Corresponding networks with constrained feature
extraction layers–both convolutional networks, CNNs [13], and net-
works that utilize local receptive fields, LRFS [7]–were also trained.
All the systems were trained on 40 dimensional log-mel spectra aug-
mented with � and �� features based on a cross-entropy criterion,
using stochostic gradient decent (SGD), and a mini-batch size of
256. The log-mel spectra were extracted by first applying mel scale

integrators on power spectral estimates taken over short analysis
windows (25 ms). Each frame of speech was appended with a con-
text of ±5 frames after applying speaker independent global mean
and variance normalization. After training, the Aurora 4 test set is
decoded with the trained acoustic model and the task-standard WSJ0
bigram language model using the Attila dynamic decoder [14], and
then scored using scoring scripts from the Kaldi toolkit [15].
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Fig. 1. Histogram of the mode activation probabilities of layer 1 of
an unconstrained annealed dropout trained Maxout DNN vs. a max-
out network trained with a fixed dropout rate of 0.2. Please consult
section 4.3 for further details and discussion.

4.3. Annealed Dropout and Maxout DNNs

Table 1 compares the results obtained using annealed dropout to us-
ing fixed dropout rates using Maxout DNNs. Importantly, the re-
ported WERs here and in other sections have been optimized w.r.t.
both the acoustic weight (ACW) used during decoding, and number
of training iterations. In all cases reported, when the dropout rate was
annealed it was reduced by 0.5/25=0.02 per epoch, starting from an
initial value of 0.5, and trained for 30 epochs in total using a fixed
learning rate decay schedule. Where indicated, further epochs (to
make 30 in total) were then performed on the model that minimized
the frame-based phone-error rate (PER) with the dropout rate held
fixed. All models utilize 7 hidden layers of 1024 maxout units and
2 linear projections per maxout unit, except where otherwise noted,
and apply a norm constraint [2] to all weight vectors immediately
following each mini-batch update. We experimented with utilizing
networks with more (and less) hidden units per layer, but found that
using 1K units led to the best WER performance for both annealed
dropout and fixed dropout (maximized over all dropout rates) trained
networks. Clearly the models trained using annealed dropout outper-
form those trained with a fixed dropout rate by a significant margin.
Interestingly, the histograms of the empirical activation frequency of
the modes of each Maxout unit on the test set are similar for the AD
model and the best fixed dropout rate (0.2) model, for all hidden lay-
ers (c.f. Figure 4.2). Both models are ”healthy”–for each layer, there
are no dead nodes, and actually, there are no nodes with less than 1/2
a bit of entropy. Histograms of the cross-covariance of the activation
modes for each layer are also very similar for both networks (c.f.
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works. Such weighting functions can be set via cross-validation, or
could even be learned autmatically by tying the weighting structure
across the detectors of the network (or more generally, clusters of
detectors in the network that share the same weighting structure).
Note that is not necessarily the case that the j +1th order statistic is
less informative than the jth OS. For example the minimum activa-
tion level could be a highly useful order statistic for a network that
is trying to solve a classificatin or ranking problem.

3. ASR RESULTS

A preliminary realization of a DON for ASR has immediately out-
performed a corresponding Maxout network on Aurora 4, a medium
vocabulary robust ASR task that is regularly utilized to test the ro-
bustness of ASR system to additive diffuse noise and/or linear chan-
nel effects. The Maxout network has been painstakingly optimized,
and the corresponding ”Sortout” network has immediately surpassed
the performance of the Maxout network. Also included in the ta-
ble is the best published result on the task, which both networks
outpeform. Like Maxout networks, DONs do not suffer from van-
ishing gradient issues, which complicate the training of networks
with more standard non-linearities (e.g. sigmoids, tanh). DONs, like
maxout networks, are also conditionally linear. They are therefore
well suited for optimization techniques like dropout and dropcon-
nect, which are able to implement model averaging over an expo-
nental number of linear models (that share subsets of weights) ex-
actly. For DONs, it is important to implement what we call ”group-
dropout” when we apply dropout training. In particular, the outputs
of any given detector must be jointly zeroed when doing dropout
training for best performance.

Network Overall WER (%)
Deep Maxout Network 12.1
Deep Order-statistic Network 11.9

Table 1. Classification error rate in percent as a function of network
type on the Aurora 4 test set. The two networks have the identical
topology, but utilize the Maxout and Order-statistic non-linearity, re-
spectively. Here these non-linearities are applied over disjoint sets
of activations of size 2. The maxout network has been painstak-
ingly optimized. Including the minimum order statistic in the out-
puts (with appropriate regularization and group dropout procedure)
immediately leads to gains without any further tuning. The best pub-
lished result on the task is curently 12.4% when a noise estimate is
appended to the input features, and 12.9% for the input features used
here [10].
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puts (with appropriate regularization and group dropout procedure)
immediately leads to gains without any further tuning. The best pub-
lished result on the task is curently 12.4% when a noise estimate is
appended to the input features, and 12.9% for the input features used
here [10].
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works. Such weighting functions can be set via cross-validation, or
could even be learned autmatically by tying the weighting structure
across the detectors of the network (or more generally, clusters of
detectors in the network that share the same weighting structure).
Note that is not necessarily the case that the j +1th order statistic is
less informative than the jth OS. For example the minimum activa-
tion level could be a highly useful order statistic for a network that
is trying to solve a classificatin or ranking problem.
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A preliminary realization of a DON for ASR has immediately out-
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bustness of ASR system to additive diffuse noise and/or linear chan-
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the performance of the Maxout network. Also included in the ta-
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outpeform. Like Maxout networks, DONs do not suffer from van-
ishing gradient issues, which complicate the training of networks
with more standard non-linearities (e.g. sigmoids, tanh). DONs, like
maxout networks, are also conditionally linear. They are therefore
well suited for optimization techniques like dropout and dropcon-
nect, which are able to implement model averaging over an expo-
nental number of linear models (that share subsets of weights) ex-
actly. For DONs, it is important to implement what we call ”group-
dropout” when we apply dropout training. In particular, the outputs
of any given detector must be jointly zeroed when doing dropout
training for best performance.

Network Overall WER (%)
Deep Maxout Network 12.1
Deep Order-statistic Network 11.9

Table 1. Classification error rate in percent as a function of network
type on the Aurora 4 test set. The two networks have the identical
topology, but utilize the Maxout and Order-statistic non-linearity, re-
spectively. Here these non-linearities are applied over disjoint sets
of activations of size 2. The maxout network has been painstak-
ingly optimized. Including the minimum order statistic in the out-
puts (with appropriate regularization and group dropout procedure)
immediately leads to gains without any further tuning. The best pub-
lished result on the task is curently 12.4% when a noise estimate is
appended to the input features, and 12.9% for the input features used
here [10].
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[8] Urs Köster and Aapo Hyvärinen, “A two-layer ica-like model
estimated by score matching,” in Artificial Neural Networks–

ICANN 2007, pp. 798–807. Springer, 2007.

[9] Aapo Hyvärinen, Jarmo Hurri, and Patrik O Hoyer, Natural

Image Statistics: A Probabilistic Approach to Early Computa-

tional Vision., vol. 39, Springer, 2009.

[10] Michael L Seltzer, Dong Yu, and Yongqiang Wang, “An inves-
tigation of deep neural networks for noise robust speech recog-
nition,” in Acoustics, Speech and Signal Processing (ICASSP),

2013 IEEE International Conference on. IEEE, 2013, pp.
7398–7402.

[11] Hoifung Poon and Pedro Domingos, “Sum-product networks:
A new deep architecture,” in Computer Vision Workshops

(ICCV Workshops), 2011 IEEE International Conference on.
IEEE, 2011, pp. 689–690.

[12] Robert Gens and Pedro Domingos, “Discriminative learning
of sum-product networks,” in Advances in Neural Information

Processing Systems, 2012, pp. 3248–3256.

[13] Adnan Darwiche, “A differential approach to inference in
bayesian networks,” Journal of the ACM (JACM), vol. 50, no.
3, pp. 280–305, 2003.

[14] Aaron Dennis and Dan Ventura, “Learning the architecture of
sum-product networks using clustering on variables,” in Ad-

vances in Neural Information Processing Systems, 2012, pp.
2042–2050.

Z!kth$order$sta+s+c$

a1$

aN$

sort!

O1$$=$mini$ai$
a2$ O2

$

ON$$=$maxi$ai$



Order!Sta=s=c!Networks!(OSNs)!

•  Idea:!Generalize!maxout!and!output!order!sta=s=cs!

)1f(a f()

=
1a

x

1w

(a)

=
1a

x

1w

max
3a

=

=
x

x

2w

w33

2a

a

(b)

sort

3a

1a

a2

=

=

=
x

x

x

1w

2w

w33

2a

a

1a

(c)

Fig. 1. Traditional units (a) apply a non-linear function independently to each input activation, whereas Maxout units (b) implement a detector
with multiple modes. Order statistic networks generalize Maxout units by ”ordering” their inputs, and then outputing all input activations, so
that the detectors in the next layer can interpolate over them.
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Fig. 2. The ”sortout” non-linearity viewed as a customizable max-
out unit for the case of two linear filters. Units in the next layer have
access to both the maximum and minimum outputs, and so can form
a weighted sum of these outputs to form an equivalent maxout pro-
jection with higher (red) or lower (green) intensity response levels.

function to each individual linear projection independently, Maxout
networks utilize ”clusters” of linear projections that jointly form a
non-linear detector with multiple modes, and output the maximum
detection result. DONs in contrast, output a more general set (e.g. all
for the ”Sortout” network depicted) of order statistics. This allows
detectors in the subsequent layer of the network to linearly interpo-
late between these linear projections based on their ”rank” ordering
for the current input, effectively allowing for customization of the
lower-level detector by the higher-level detectors that utilize it. For
example, for the case of F = 2 linear projections being combined
by a Sortout non-linearity (the case we will focus on in this paper),
the activation produced by a given projection is given by:

ai =

X

j

aij (4)

where aij is the activation due to a given input.
For Sortout networks with F = 2:

aij = ↵ij max(wT
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where m and m̄ encode the maximizing and minimizing arguments,
respectively. This shows that detectors in the next layer can construct
customized equivalents to Maxout units from a single Sortout unit, in
the sense that the intensity of the response as a function of the input
to the layer below their input can be modulated as depicted in fig. 2.

3. EXPERIMENTS ON AURORA 4

3.1. Task

The Aurora 4 task is small scale (10 hour), medium vocabulary noise
and channel ASR robustness task based on the Wall Street Journal
corpus [12]. All ASR models were trained using the task’s multi-
condition training set, which consists of 7137 base utterances ( 10
hours of data) sampled at 16kHz from 83 speakers. One half of
the training utterances was recorded with a primary Sennheiser mi-
crophone, and the other half was collected using one of 18 other
secondary microphones. Both sections of the training data contain
both clean and noisy speech utterances. The noisy utterances are
corrupted with one of six different noise types (airport, babble, car,
restaurant, street traffic and train station) at 10-20 dB SNR.
The standard Aurora 4 test set was utilized, which consists of 330
base utterances from 8 speakers, which are used to generate 14 test
conditions (330x14=4620 utterances in total). As with the training
set, the test set was also recorded using two microphones–a primary
microphone and a secondary microphone, where the secondary mi-
crophone is different than the secondary mic. used in the training
set). The same six noise types used during training are used to create
noisy test utterances with SNRs ranging from 5-15dB SNR, result-
ing in a total of 14 test sets. These test sets are commonly grouped
into 4 subsets–clean (1 test case, group A), noisy (6 test cases, group
B), clean with channel distortion (1 test case, group C) and noisy
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access to both the maximum and minimum outputs, and so can form
a weighted sum of these outputs to form an equivalent maxout pro-
jection with higher (red) or lower (green) intensity response levels.

function to each individual linear projection independently, Maxout
networks utilize ”clusters” of linear projections that jointly form a
non-linear detector with multiple modes, and output the maximum
detection result. DONs in contrast, output a more general set (e.g. all
for the ”Sortout” network depicted) of order statistics. This allows
detectors in the subsequent layer of the network to linearly interpo-
late between these linear projections based on their ”rank” ordering
for the current input, effectively allowing for customization of the
lower-level detector by the higher-level detectors that utilize it. For
example, for the case of F = 2 linear projections being combined
by a Sortout non-linearity (the case we will focus on in this paper),
the activation produced by a given projection is given by:
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where m and m̄ encode the maximizing and minimizing arguments,
respectively. This shows that detectors in the next layer can construct
customized equivalents to Maxout units from a single Sortout unit, in
the sense that the intensity of the response as a function of the input
to the layer below their input can be modulated as depicted in fig. 2.
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3.1. Task

The Aurora 4 task is small scale (10 hour), medium vocabulary noise
and channel ASR robustness task based on the Wall Street Journal
corpus [12]. All ASR models were trained using the task’s multi-
condition training set, which consists of 7137 base utterances ( 10
hours of data) sampled at 16kHz from 83 speakers. One half of
the training utterances was recorded with a primary Sennheiser mi-
crophone, and the other half was collected using one of 18 other
secondary microphones. Both sections of the training data contain
both clean and noisy speech utterances. The noisy utterances are
corrupted with one of six different noise types (airport, babble, car,
restaurant, street traffic and train station) at 10-20 dB SNR.
The standard Aurora 4 test set was utilized, which consists of 330
base utterances from 8 speakers, which are used to generate 14 test
conditions (330x14=4620 utterances in total). As with the training
set, the test set was also recorded using two microphones–a primary
microphone and a secondary microphone, where the secondary mi-
crophone is different than the secondary mic. used in the training
set). The same six noise types used during training are used to create
noisy test utterances with SNRs ranging from 5-15dB SNR, result-
ing in a total of 14 test sets. These test sets are commonly grouped
into 4 subsets–clean (1 test case, group A), noisy (6 test cases, group
B), clean with channel distortion (1 test case, group C) and noisy
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function to each individual linear projection independently, Maxout
networks utilize ”clusters” of linear projections that jointly form a
non-linear detector with multiple modes, and output the maximum
detection result. DONs in contrast, output a more general set (e.g. all
for the ”Sortout” network depicted) of order statistics. This allows
detectors in the subsequent layer of the network to linearly interpo-
late between these linear projections based on their ”rank” ordering
for the current input, effectively allowing for customization of the
lower-level detector by the higher-level detectors that utilize it. For
example, for the case of F = 2 linear projections being combined
by a Sortout non-linearity (the case we will focus on in this paper),
the activation produced by a given projection is given by:
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where m and m̄ encode the maximizing and minimizing arguments,
respectively. This shows that detectors in the next layer can construct
customized equivalents to Maxout units from a single Sortout unit, in
the sense that the intensity of the response as a function of the input
to the layer below their input can be modulated as depicted in fig. 2.

3. EXPERIMENTS ON AURORA 4

3.1. Task
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and channel ASR robustness task based on the Wall Street Journal
corpus [12]. All ASR models were trained using the task’s multi-
condition training set, which consists of 7137 base utterances ( 10
hours of data) sampled at 16kHz from 83 speakers. One half of
the training utterances was recorded with a primary Sennheiser mi-
crophone, and the other half was collected using one of 18 other
secondary microphones. Both sections of the training data contain
both clean and noisy speech utterances. The noisy utterances are
corrupted with one of six different noise types (airport, babble, car,
restaurant, street traffic and train station) at 10-20 dB SNR.
The standard Aurora 4 test set was utilized, which consists of 330
base utterances from 8 speakers, which are used to generate 14 test
conditions (330x14=4620 utterances in total). As with the training
set, the test set was also recorded using two microphones–a primary
microphone and a secondary microphone, where the secondary mi-
crophone is different than the secondary mic. used in the training
set). The same six noise types used during training are used to create
noisy test utterances with SNRs ranging from 5-15dB SNR, result-
ing in a total of 14 test sets. These test sets are commonly grouped
into 4 subsets–clean (1 test case, group A), noisy (6 test cases, group
B), clean with channel distortion (1 test case, group C) and noisy
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a weighted sum of these outputs to form an equivalent maxout pro-
jection with higher (red) or lower (green) intensity response levels.

function to each individual linear projection independently, Maxout
networks utilize ”clusters” of linear projections that jointly form a
non-linear detector with multiple modes, and output the maximum
detection result. DONs in contrast, output a more general set (e.g. all
for the ”Sortout” network depicted) of order statistics. This allows
detectors in the subsequent layer of the network to linearly interpo-
late between these linear projections based on their ”rank” ordering
for the current input, effectively allowing for customization of the
lower-level detector by the higher-level detectors that utilize it. For
example, for the case of F = 2 linear projections being combined
by a Sortout non-linearity (the case we will focus on in this paper),
the activation produced by a given projection is given by:
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respectively. This shows that detectors in the next layer can construct
customized equivalents to Maxout units from a single Sortout unit, in
the sense that the intensity of the response as a function of the input
to the layer below their input can be modulated as depicted in fig. 2.
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condition training set, which consists of 7137 base utterances ( 10
hours of data) sampled at 16kHz from 83 speakers. One half of
the training utterances was recorded with a primary Sennheiser mi-
crophone, and the other half was collected using one of 18 other
secondary microphones. Both sections of the training data contain
both clean and noisy speech utterances. The noisy utterances are
corrupted with one of six different noise types (airport, babble, car,
restaurant, street traffic and train station) at 10-20 dB SNR.
The standard Aurora 4 test set was utilized, which consists of 330
base utterances from 8 speakers, which are used to generate 14 test
conditions (330x14=4620 utterances in total). As with the training
set, the test set was also recorded using two microphones–a primary
microphone and a secondary microphone, where the secondary mi-
crophone is different than the secondary mic. used in the training
set). The same six noise types used during training are used to create
noisy test utterances with SNRs ranging from 5-15dB SNR, result-
ing in a total of 14 test sets. These test sets are commonly grouped
into 4 subsets–clean (1 test case, group A), noisy (6 test cases, group
B), clean with channel distortion (1 test case, group C) and noisy
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function to each individual linear projection independently, Maxout
networks utilize ”clusters” of linear projections that jointly form a
non-linear detector with multiple modes, and output the maximum
detection result. DONs in contrast, output a more general set (e.g. all
for the ”Sortout” network depicted) of order statistics. This allows
detectors in the subsequent layer of the network to linearly interpo-
late between these linear projections based on their ”rank” ordering
for the current input, effectively allowing for customization of the
lower-level detector by the higher-level detectors that utilize it. For
example, for the case of F = 2 linear projections being combined
by a Sortout non-linearity (the case we will focus on in this paper),
the activation produced by a given projection is given by:

ai =

X

j

aij (4)

where aij is the activation due to a given input.
For Sortout networks with F = 2:

aij = ↵ij max(wT
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where m and m̄ encode the maximizing and minimizing arguments,
respectively. This shows that detectors in the next layer can construct
customized equivalents to Maxout units from a single Sortout unit, in
the sense that the intensity of the response as a function of the input
to the layer below their input can be modulated as depicted in fig. 2.

3. EXPERIMENTS ON AURORA 4

3.1. Task

The Aurora 4 task is small scale (10 hour), medium vocabulary noise
and channel ASR robustness task based on the Wall Street Journal
corpus [12]. All ASR models were trained using the task’s multi-
condition training set, which consists of 7137 base utterances ( 10
hours of data) sampled at 16kHz from 83 speakers. One half of
the training utterances was recorded with a primary Sennheiser mi-
crophone, and the other half was collected using one of 18 other
secondary microphones. Both sections of the training data contain
both clean and noisy speech utterances. The noisy utterances are
corrupted with one of six different noise types (airport, babble, car,
restaurant, street traffic and train station) at 10-20 dB SNR.
The standard Aurora 4 test set was utilized, which consists of 330
base utterances from 8 speakers, which are used to generate 14 test
conditions (330x14=4620 utterances in total). As with the training
set, the test set was also recorded using two microphones–a primary
microphone and a secondary microphone, where the secondary mi-
crophone is different than the secondary mic. used in the training
set). The same six noise types used during training are used to create
noisy test utterances with SNRs ranging from 5-15dB SNR, result-
ing in a total of 14 test sets. These test sets are commonly grouped
into 4 subsets–clean (1 test case, group A), noisy (6 test cases, group
B), clean with channel distortion (1 test case, group C) and noisy
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Fig. 1. Traditional units (a) apply a non-linear function independently to each input activation, whereas Maxout units (b) implement a detector
with multiple modes. Order statistic networks generalize Maxout units by ”ordering” their inputs, and then outputing all input activations, so
that the detectors in the next layer can interpolate over them.
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Fig. 2. The ”sortout” non-linearity viewed as a customizable max-
out unit for the case of two linear filters. Units in the next layer have
access to both the maximum and minimum outputs, and so can form
a weighted sum of these outputs to form an equivalent maxout pro-
jection with higher (red) or lower (green) intensity response levels.

function to each individual linear projection independently, Maxout
networks utilize ”clusters” of linear projections that jointly form a
non-linear detector with multiple modes, and output the maximum
detection result. DONs in contrast, output a more general set (e.g. all
for the ”Sortout” network depicted) of order statistics. This allows
detectors in the subsequent layer of the network to linearly interpo-
late between these linear projections based on their ”rank” ordering
for the current input, effectively allowing for customization of the
lower-level detector by the higher-level detectors that utilize it. For
example, for the case of F = 2 linear projections being combined
by a Sortout non-linearity (the case we will focus on in this paper),
the activation produced by a given projection is given by:

ai =

X

j

aij (4)

where aij is the activation due to a given input.
For Sortout networks with F = 2:

aij = ↵ij max(wT
j1x+ bj1, w

T
j2x+ bj2) +

�ij min(wT
j1x+ bj1, w
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= (↵ijwjm + �ijwjm̄)

Tx+ (↵ijbjm + �ijbjm̄)

= w̃T
jmx+

˜bjm (5)

where m and m̄ encode the maximizing and minimizing arguments,
respectively. This shows that detectors in the next layer can construct
customized equivalents to Maxout units from a single Sortout unit, in
the sense that the intensity of the response as a function of the input
to the layer below their input can be modulated as depicted in fig. 2.

3. EXPERIMENTS ON AURORA 4

3.1. Task

The Aurora 4 task is small scale (10 hour), medium vocabulary noise
and channel ASR robustness task based on the Wall Street Journal
corpus [12]. All ASR models were trained using the task’s multi-
condition training set, which consists of 7137 base utterances ( 10
hours of data) sampled at 16kHz from 83 speakers. One half of
the training utterances was recorded with a primary Sennheiser mi-
crophone, and the other half was collected using one of 18 other
secondary microphones. Both sections of the training data contain
both clean and noisy speech utterances. The noisy utterances are
corrupted with one of six different noise types (airport, babble, car,
restaurant, street traffic and train station) at 10-20 dB SNR.
The standard Aurora 4 test set was utilized, which consists of 330
base utterances from 8 speakers, which are used to generate 14 test
conditions (330x14=4620 utterances in total). As with the training
set, the test set was also recorded using two microphones–a primary
microphone and a secondary microphone, where the secondary mi-
crophone is different than the secondary mic. used in the training
set). The same six noise types used during training are used to create
noisy test utterances with SNRs ranging from 5-15dB SNR, result-
ing in a total of 14 test sets. These test sets are commonly grouped
into 4 subsets–clean (1 test case, group A), noisy (6 test cases, group
B), clean with channel distortion (1 test case, group C) and noisy
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with channel distortion (6 test cases, group D).

3.2. Baseline ASR systems

Before building deep neural network (DNN) baselines for multi-
condition training, an initial set of HMM-GMM models was trained
to produce alignments. Unlike the baseline systems that will be de-
scribed momentarily, these models are built on the corresponding
clean training (7137 utterances) set of the Aurora 4 task in speaker-
dependent fashion. Starting with 39-dimentional VTL-warped PLP
features and speaker-based cepstral mean/variance normalization,
an ML system with FMLLR based speaker adaptation and 2000
context-dependent HMM states is trained. The alignments produced
by this system were further refined using a DNN system also trained
on the clean training set with FMLLR based features.
Three sets of neural network based system baselines were built for
the multi-condition task. The first set are unconstrained deep neu-
ral networks and include models that utilize sigmoid, rectified linear
(ReLU), and Maxout non-linearites with 2 filters/unit. Correspond-
ing networks with constrained feature extraction layers–both convo-
lutional networks, CNNs [13], and networks that utilize local recep-
tive fields, LRFS [7]–were also trained. All the systems were trained
on 40 dimensional log-mel spectra augmented with � and �� fea-
tures based on a cross-entropy criterion, using stochostic gradient
decent (SGD), and a mini-batch size of 256. The log-mel spectra
were extracted by first applying mel scale integrators on power spec-
tral estimates taken over short analysis windows (25 ms). Each frame
of speech was appended with a context of ±5 frames after applying
speaker independent global mean and variance normalization. Af-
ter training, the Aurora 4 test set is decoded with the trained acoustic
model and the task-standard WSJ0 bigram language model using the
Attila dynamic decoder [14], and then scored using scoring scripts
from the Kaldi toolkit [15].

3.2.1. DNN Systems

All DNN systems estimate the posteriors of 2000 output targets us-
ing networks with 7 hidden layers and a varied number of hidden
units. Note that, because of differences in the semantics of tradi-
tional, Maxout, and Sortout deep networks, the number of hidden
units and number of parameters per layer are not in 1-1 correspon-
dence. For example, a maxout network with 1K inputs, 1K outputs,
and 2 linear projections (i.e. filters) per output unit has 2M parame-
ters (ignoring biases), whereas a ReLU network with 2M pars/layer
has

p
2M ⇡ 1414 hidden units/layer, and a Sortout unit with 2 fil-

ters/unit has
p
2M/2 ⇡ 707 units per hidden layer. For the DNN

systems that utilize ReLU non-linearities, we utilized a fixed dropout
rate of 50% on layers 4-6–we found that this was most effective
dropout training strategy for ReLU networks. All Maxout and OSN
networks were trained using annealed dropout [10], by annealing the
dropout rate from 0.5 to zero linearly over 30 iterations, using a fixed
learning rate decay rate, selecting the iteration with the best perfor-
mance, and then performing additional iterations with the identified
fixed dropout rate. We have found that annealed dropout is a much
more effective for training Maxout and OSN networks than any fixed
dropout rate scheme. Note that in the case of OSNs the entire set of
outputs for a given unit should be jointly dropped out.

3.2.2. CNN Systems

All CNN baselines use two convolutive layers with 256 feature maps
each, followed by five fully connected layers with 2 million param-
eters/layer, as for the DNN systems. The feature maps in the first

Table 1. ASR performance on the Aurora 4 task as a function of net-
work type (WER%) for unconstrained DNNs. All networks utilize 7
hidden layers. The number of units per hidden layer are given fol-
lowing the non-linearity type. Networks depicted in the same color
have the same number of parameters per hidden layer (ignoring unit
biases, a negligible difference).

Network A B C D AVG
ReLU, 1024 4.9 8.5 8.3 17.2 11.9
ReLU, 1414 4.9 8.7 8.2 16.9 11.9
ReLU, 2048 5.0 8.6 8.1 17.0 11.9

Maxout , 1024 4.3 7.7 7.0 15.6 10.8
OSN, 707 4.0 7.8 7.6 16.0 11.0

OSN, 1024 4.4 7.8 7.3 15.6 10.8

layer utilize 9⇥9 filters that are convolved with the input log-mel
representations. The feature maps in the second layer are applied
after 3⇥1 (freq. x time) pooling and utilize 3⇥4 filters. Please con-
sult [16,17] for further details on how the layers are combined. Simi-
lar to the DNN baselines, separate CNN baseline systems with ReLU
non-linearities are also trained to estimate posterior probabilities of
2000 output targets. When ReLU non-linearities are used, a fixed
dropout rate of 50% is applied to layers 4 and 5. Both the CNNs
and DNNs are (layer-wise) discriminatively pre-trained before being
fully trained to convergence, using the cross-entropy training crite-
rion.

3.2.3. LRF DNN Systems

All LRF DNNs baseline models utilize an initial feature extraction
layer with 40 feature maps based on 9⇥9 filters, with all weights
untied, so that more complex invariances than translation can be
learned.

3.3. Results

Table 1 summarizes the word error rate (WER) performance of ASR
systems based on various DNN acoustic models. The number of
units per hidden layer is given for each network, and the networks
are color-coded according to the number of parameters per hidden
layer. Annealed dropout [10] was used to train both the Maxout and
OSN (Sortout) networks. For the case of unconstrained DNNs, our
initial experiments suggest that OSNs slightly lag the performance
of Maxout networks on a parameter for parameter basis, although
our training procedures are more optimized for Maxout networks.
Further regularization of the weights on higher order (here just min)
outputs appears to be necessary.
Table 2 summarizes the word error rate (WER) performance of ASR
systems based on various DNN acoustic models that utilize local re-
ceptive fields (LRFs) in thier initial layer. As before, the networks
are color-coded according to number of pars. per hidden layer, and
the number of hidden units per layer for each network is given.
Again, annealed dropout was used to train both the Maxout and
OSN (Sortout) LRF networks. Here the OSN networks outperform
Maxout networks on a per-parameter basis, and the best network
(WER10.0%) outperforms the best previous result we are aware of
on Aurora 4 (sigmoid, dropout, noise aware training [11]) by 2.3%
absolute, or 19% relative. Note that here we have not attempted to
optimize the input features for noise and channel robustness, which
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•  Constrained!(CNN)!OSNs!perform!onZpar!with!Maxout!
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Table 2. ASR performance on the Aurora 4 task as a function of
network type (WER%) for DNNs that utilize local receptive fields
(LRFS) in their first layer (9x9 patches,40 nodes per position). All
networks utilize 7 hidden layers. The number of units per hidden
layer are given following the non-linearity type. Networks depicted
in the same color have the same number of parameters per hidden
layer (ignoring unit biases, a negligible difference).

Network A B C D AVG
ReLU LRF, 1414 4.7 8.3 7.5 16.1 11.3

Maxout LRF, 1024 4.1 7.6 6.7 15.1 10.5
Maxout LRF, 1414 4.2 7.4 6.5 14.8 10.3

OSN LRF, 707 3.8 7.4 6.6 15.1 10.4
OSN LRF, 1024 3.9 7.2 6.2 14.7 10.1
OSN LRF 1414 4.0 7.2 6.4 14.5 10.0

Table 3. ASR performance on the Aurora 4 task as a function of
non-linearity (WER%) for CNNs. All networks utilize 7 hidden lay-
ers (initial 2 convolutional). The number of units per unconstrained
hidden layer are given following the non-linearity type. Networks
depicted in the same color have the same number of parameters per
hidden layer (ignoring unit biases, a negligible difference).

Network A B C D AVG
Relu CNN, 1024 4.8 8.4 7.4 16.0 11.3

ReLU CNN, 1414 4.9 8.1 7.3 15.5 11.0
ReLU CNN, 2048 5.1 9.0 8.3 16.5 11.9

Maxout CNN, 1024 4.0 7.8 6.7 14.9 10.5
Maxout CNN, 1414 4.0 7.6 6.4 14.6 10.3

OSN CNN, 707 4.3 7.8 7.0 14.8 10.5
OSN CNN, 1024 4.2 7.6 6.6 14.3 10.3

should result in further gains. Table 3 shows that parameter for pa-
rameter OSN CNNs perform on par with Maxout CNNs, which sig-
nificantly outperform the ReLU CNNs that we tested on Aurora 4.

3.3.1. Regularized OSNs

An OSN layer has roughly 4 times as many parameters as a Maxout
layer with the same number of hidden units. However, it is natural to
expect diminishing returns from higher order statistics in a dectec-
tion scenario, and to constrain the weights associated with the later
order statistics (here just the minimum activation) to be sparse. To
begin to explore the effects of contraining the weights of later order
outputs we first experimented with varying the relative magnitude
that the weights are initialized to, which is a very simple form of reg-
ularization. Table depicts the results. The weights of the minimum
projections are clearly less important to network performance than
those of the maximum projections, as expected. However, there is
also evidence that overly aggressive regularization of the minimum
weights can hurt performance. We are currently experimenting with
L1 and group (L1L2) regularization of the columns of the network
matrices to improve the efficiency of inference in OSNs.

WER (%)
↵ A B C D AVG
0 4.1 7.3 6.9 14.9 10.3
0.1 3.9 7.2 6.2 14.7 10.1
0.2 4.3 7.2 6.4 14.6 10.1
1.0 4.0 7.4 6.7 14.9 10.1

Table 4. Word error rate (WER) of OSN (Sortout) networks on the
Aurora 4 task as a function of the relative initialization scale of the
”min” outputs relative to the ”max” outputs of the previous ”sortout”
layer, ↵. Interestingly, performance is not highly sensitive to ↵. All
networks consist of 7 hidden layers with 1024 sortout units, and 2
linear filters/unit.

4. EXPERIMENTS - OVS

To begin to investigate how relevant OSNs are in data plenty scenar-
ios we have conducted some preliminary experiments on 100 hours
of internal open voice search data. Table 5 summarize the results we
have gathered so far. Note that all networks were trained using the
cross-entropy objective, based on allignments generated from a sys-
tem trained on much more data, and that all networks have roughly
the same number of parameters. As with the Auora 4 systems, all
Maxout and OSN networks utilize annealed dropout (annealed to
zero from 0.5) [10] during system training. This boosts PER/WER
performance substantially. Note that it was necessary to increase
the size of the ”pinch” layer to make maxout and OSN networks
effective, whereas for the baseline sigmoid acoustic model, small
pinch layers do not negatively affect performance. Looking at the re-
sults, we can see that the OSN LRF with 1K hidden units per layer,
which has the same number of parameters as the Maxout and Sig-
moid based system, slightly outperforms the Maxout LRF in terms
of frame-based phone error rate (PER), but on par in terms of word
error rate (WER).

#H x #L + P Network PER(%) WER(%)
2K x 5 + 100 (lin.) Sigmoid, 44.5 13.0
2K x 4 + 512 (lin.) ReLU 43.7 13.3
1.4K x 4 + 512 AD Maxout 43.6 12.6
1.4K x 4 + 512 AD Maxout+ LRF 42.9 12.5
1K x 4 + 512 AD Sortout+ LRF 42.7 12.5
1.4K x 4 + 512 AD Sortout+ LRF 42.5 12.4

Table 5. Word error rate (WER) as a function of model and dropout
rate when trained/tested on 100/7 hours of (internal) open voice
search (OVS) data. All maxout networks have two linear filters per
maxout unit. For each model, the number of hidden layers (#L),
number of units per hidden layer (#L), and the size of the ’pinch’
layer (P) immediately before the output layer are specified. During
training of the annealed dropout (AD) models, the dropout rate was
linearly decayed to zero. All networks have the same number of
parameters, and were trained using a cross-entropy based criterion.

5. DISCUSSION AND CONCLUDING REMARKS

In this paper we have introduced a new type of deep network archi-
tecture, order statistic networks (OSNs). On the Aurora 4 task, OSNs
far outperform the best published results on the task, and perform
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•  Constrained!(LRF)!OSNs!perform!slightly!beber!than!
Maxout!without!addi=onal!regulariza=on!

Table 2. ASR performance on the Aurora 4 task as a function of
network type (WER%) for DNNs that utilize local receptive fields
(LRFS) in their first layer (9x9 patches,40 nodes per position). All
networks utilize 7 hidden layers. The number of units per hidden
layer are given following the non-linearity type. Networks depicted
in the same color have the same number of parameters per hidden
layer (ignoring unit biases, a negligible difference).

Network A B C D AVG
ReLU LRF, 1414 4.7 8.3 7.5 16.1 11.3

Maxout LRF, 1024 4.1 7.6 6.7 15.1 10.5
Maxout LRF, 1414 4.2 7.4 6.5 14.8 10.3

OSN LRF, 707 3.8 7.4 6.6 15.1 10.4
OSN LRF, 1024 3.9 7.2 6.2 14.7 10.1
OSN LRF 1414 4.0 7.2 6.4 14.5 10.0

Table 3. ASR performance on the Aurora 4 task as a function of
non-linearity (WER%) for CNNs. All networks utilize 7 hidden lay-
ers (initial 2 convolutional). The number of units per unconstrained
hidden layer are given following the non-linearity type. Networks
depicted in the same color have the same number of parameters per
hidden layer (ignoring unit biases, a negligible difference).

Network A B C D AVG
Relu CNN, 1024 4.8 8.4 7.4 16.0 11.3

ReLU CNN, 1414 4.9 8.1 7.3 15.5 11.0
ReLU CNN, 2048 5.1 9.0 8.3 16.5 11.9

Maxout CNN, 1024 4.0 7.8 6.7 14.9 10.5
Maxout CNN, 1414 4.0 7.6 6.4 14.6 10.3

OSN CNN, 707 4.3 7.8 7.0 14.8 10.5
OSN CNN, 1024 4.2 7.6 6.6 14.3 10.3

should result in further gains. Table 3 shows that parameter for pa-
rameter OSN CNNs perform on par with Maxout CNNs, which sig-
nificantly outperform the ReLU CNNs that we tested on Aurora 4.

3.3.1. Regularized OSNs

An OSN layer has roughly 4 times as many parameters as a Maxout
layer with the same number of hidden units. However, it is natural to
expect diminishing returns from higher order statistics in a dectec-
tion scenario, and to constrain the weights associated with the later
order statistics (here just the minimum activation) to be sparse. To
begin to explore the effects of contraining the weights of later order
outputs we first experimented with varying the relative magnitude
that the weights are initialized to, which is a very simple form of reg-
ularization. Table depicts the results. The weights of the minimum
projections are clearly less important to network performance than
those of the maximum projections, as expected. However, there is
also evidence that overly aggressive regularization of the minimum
weights can hurt performance. We are currently experimenting with
L1 and group (L1L2) regularization of the columns of the network
matrices to improve the efficiency of inference in OSNs.

WER (%)
↵ A B C D AVG
0 4.1 7.3 6.9 14.9 10.3
0.1 3.9 7.2 6.2 14.7 10.1
0.2 4.3 7.2 6.4 14.6 10.1
1.0 4.0 7.4 6.7 14.9 10.1

Table 4. Word error rate (WER) of OSN (Sortout) networks on the
Aurora 4 task as a function of the relative initialization scale of the
”min” outputs relative to the ”max” outputs of the previous ”sortout”
layer, ↵. Interestingly, performance is not highly sensitive to ↵. All
networks consist of 7 hidden layers with 1024 sortout units, and 2
linear filters/unit.

4. EXPERIMENTS - OVS

To begin to investigate how relevant OSNs are in data plenty scenar-
ios we have conducted some preliminary experiments on 100 hours
of internal open voice search data. Table 5 summarize the results we
have gathered so far. Note that all networks were trained using the
cross-entropy objective, based on allignments generated from a sys-
tem trained on much more data, and that all networks have roughly
the same number of parameters. As with the Auora 4 systems, all
Maxout and OSN networks utilize annealed dropout (annealed to
zero from 0.5) [10] during system training. This boosts PER/WER
performance substantially. Note that it was necessary to increase
the size of the ”pinch” layer to make maxout and OSN networks
effective, whereas for the baseline sigmoid acoustic model, small
pinch layers do not negatively affect performance. Looking at the re-
sults, we can see that the OSN LRF with 1K hidden units per layer,
which has the same number of parameters as the Maxout and Sig-
moid based system, slightly outperforms the Maxout LRF in terms
of frame-based phone error rate (PER), but on par in terms of word
error rate (WER).

#H x #L + P Network PER(%) WER(%)
2K x 5 + 100 (lin.) Sigmoid, 44.5 13.0
2K x 4 + 512 (lin.) ReLU 43.7 13.3
1.4K x 4 + 512 AD Maxout 43.6 12.6
1.4K x 4 + 512 AD Maxout+ LRF 42.9 12.5
1K x 4 + 512 AD Sortout+ LRF 42.7 12.5
1.4K x 4 + 512 AD Sortout+ LRF 42.5 12.4

Table 5. Word error rate (WER) as a function of model and dropout
rate when trained/tested on 100/7 hours of (internal) open voice
search (OVS) data. All maxout networks have two linear filters per
maxout unit. For each model, the number of hidden layers (#L),
number of units per hidden layer (#L), and the size of the ’pinch’
layer (P) immediately before the output layer are specified. During
training of the annealed dropout (AD) models, the dropout rate was
linearly decayed to zero. All networks have the same number of
parameters, and were trained using a cross-entropy based criterion.

5. DISCUSSION AND CONCLUDING REMARKS

In this paper we have introduced a new type of deep network archi-
tecture, order statistic networks (OSNs). On the Aurora 4 task, OSNs
far outperform the best published results on the task, and perform
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Table 2. ASR performance on the Aurora 4 task as a function of
network type (WER%) for DNNs that utilize local receptive fields
(LRFS) in their first layer (9x9 patches,40 nodes per position). All
networks utilize 7 hidden layers. The number of units per hidden
layer are given following the non-linearity type. Networks depicted
in the same color have the same number of parameters per hidden
layer (ignoring unit biases, a negligible difference).

Network A B C D AVG
ReLU LRF, 1414 4.7 8.3 7.5 16.1 11.3

Maxout LRF, 1024 4.1 7.6 6.7 15.1 10.5
Maxout LRF, 1414 4.2 7.4 6.5 14.8 10.3

OSN LRF, 707 3.8 7.4 6.6 15.1 10.4
OSN LRF, 1024 3.9 7.2 6.2 14.7 10.1
OSN LRF 1414 4.0 7.2 6.4 14.5 10.0

Table 3. ASR performance on the Aurora 4 task as a function of
non-linearity (WER%) for CNNs. All networks utilize 7 hidden lay-
ers (initial 2 convolutional). The number of units per unconstrained
hidden layer are given following the non-linearity type. Networks
depicted in the same color have the same number of parameters per
hidden layer (ignoring unit biases, a negligible difference).

Network A B C D AVG
Relu CNN, 1024 4.8 8.4 7.4 16.0 11.3

ReLU CNN, 1414 4.9 8.1 7.3 15.5 11.0
ReLU CNN, 2048 5.1 9.0 8.3 16.5 11.9

Maxout CNN, 1024 4.0 7.8 6.7 14.9 10.5
Maxout CNN, 1414 4.0 7.6 6.4 14.6 10.3

OSN CNN, 707 4.3 7.8 7.0 14.8 10.5
OSN CNN, 1024 4.2 7.6 6.6 14.3 10.3

should result in further gains. Table 3 shows that parameter for pa-
rameter OSN CNNs perform on par with Maxout CNNs, which sig-
nificantly outperform the ReLU CNNs that we tested on Aurora 4.

3.3.1. Regularized OSNs

An OSN layer has roughly 4 times as many parameters as a Maxout
layer with the same number of hidden units. However, it is natural to
expect diminishing returns from higher order statistics in a dectec-
tion scenario, and to constrain the weights associated with the later
order statistics (here just the minimum activation) to be sparse. To
begin to explore the effects of contraining the weights of later order
outputs we first experimented with varying the relative magnitude
that the weights are initialized to, which is a very simple form of reg-
ularization. Table depicts the results. The weights of the minimum
projections are clearly less important to network performance than
those of the maximum projections, as expected. However, there is
also evidence that overly aggressive regularization of the minimum
weights can hurt performance. We are currently experimenting with
L1 and group (L1L2) regularization of the columns of the network
matrices to improve the efficiency of inference in OSNs.

WER (%)
↵ A B C D AVG
0 4.1 7.3 6.9 14.9 10.3
0.1 3.9 7.2 6.2 14.7 10.1
0.2 4.3 7.2 6.4 14.6 10.1
1.0 4.0 7.4 6.7 14.9 10.1

Table 4. Word error rate (WER) of OSN (Sortout) networks on the
Aurora 4 task as a function of the relative initialization scale of the
”min” outputs relative to the ”max” outputs of the previous ”sortout”
layer, ↵. Interestingly, performance is not highly sensitive to ↵. All
networks consist of 7 hidden layers with 1024 sortout units, and 2
linear filters/unit.

4. EXPERIMENTS - OVS

To begin to investigate how relevant OSNs are in data plenty scenar-
ios we have conducted some preliminary experiments on 100 hours
of internal open voice search data. Table 5 summarize the results we
have gathered so far. Note that all networks were trained using the
cross-entropy objective, based on allignments generated from a sys-
tem trained on much more data, and that all networks have roughly
the same number of parameters. As with the Auora 4 systems, all
Maxout and OSN networks utilize annealed dropout (annealed to
zero from 0.5) [10] during system training. This boosts PER/WER
performance substantially. Note that it was necessary to increase
the size of the ”pinch” layer to make maxout and OSN networks
effective, whereas for the baseline sigmoid acoustic model, small
pinch layers do not negatively affect performance. Looking at the re-
sults, we can see that the OSN LRF with 1K hidden units per layer,
which has the same number of parameters as the Maxout and Sig-
moid based system, slightly outperforms the Maxout LRF in terms
of frame-based phone error rate (PER), but on par in terms of word
error rate (WER).

#H x #L + P Network PER(%) WER(%)
2K x 5 + 100 (lin.) Sigmoid, 44.5 13.0
2K x 4 + 512 (lin.) ReLU 43.7 13.3
1.4K x 4 + 512 AD Maxout 43.6 12.6
1.4K x 4 + 512 AD Maxout+ LRF 42.9 12.5
1K x 4 + 512 AD Sortout+ LRF 42.7 12.5
1.4K x 4 + 512 AD Sortout+ LRF 42.5 12.4

Table 5. Word error rate (WER) as a function of model and dropout
rate when trained/tested on 100/7 hours of (internal) open voice
search (OVS) data. All maxout networks have two linear filters per
maxout unit. For each model, the number of hidden layers (#L),
number of units per hidden layer (#L), and the size of the ’pinch’
layer (P) immediately before the output layer are specified. During
training of the annealed dropout (AD) models, the dropout rate was
linearly decayed to zero. All networks have the same number of
parameters, and were trained using a cross-entropy based criterion.

5. DISCUSSION AND CONCLUDING REMARKS

In this paper we have introduced a new type of deep network archi-
tecture, order statistic networks (OSNs). On the Aurora 4 task, OSNs
far outperform the best published results on the task, and perform
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Table 2. ASR performance on the Aurora 4 task as a function of
network type (WER%) for DNNs that utilize local receptive fields
(LRFS) in their first layer (9x9 patches,40 nodes per position). All
networks utilize 7 hidden layers. The number of units per hidden
layer are given following the non-linearity type. Networks depicted
in the same color have the same number of parameters per hidden
layer (ignoring unit biases, a negligible difference).

Network A B C D AVG
ReLU LRF, 1414 4.7 8.3 7.5 16.1 11.3

Maxout LRF, 1024 4.1 7.6 6.7 15.1 10.5
Maxout LRF, 1414 4.2 7.4 6.5 14.8 10.3

OSN LRF, 707 3.8 7.4 6.6 15.1 10.4
OSN LRF, 1024 3.9 7.2 6.2 14.7 10.1
OSN LRF 1414 4.0 7.2 6.4 14.5 10.0

Table 3. ASR performance on the Aurora 4 task as a function of
non-linearity (WER%) for CNNs. All networks utilize 7 hidden lay-
ers (initial 2 convolutional). The number of units per unconstrained
hidden layer are given following the non-linearity type. Networks
depicted in the same color have the same number of parameters per
hidden layer (ignoring unit biases, a negligible difference).

Network A B C D AVG
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ReLU CNN, 1414 4.9 8.1 7.3 15.5 11.0
ReLU CNN, 2048 5.1 9.0 8.3 16.5 11.9

Maxout CNN, 1024 4.0 7.8 6.7 14.9 10.5
Maxout CNN, 1414 4.0 7.6 6.4 14.6 10.3

OSN CNN, 707 4.3 7.8 7.0 14.8 10.5
OSN CNN, 1024 4.2 7.6 6.6 14.3 10.3
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nificantly outperform the ReLU CNNs that we tested on Aurora 4.
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Reflec=ons!

•  When!training!DNNs,!performance!depends!greatly!on!
“details”!
–  Topology,!normaliza=on,!training!procedure,!regulariza=on!

•  Even!techniques!that!work!well!
–  Are!not!yet!mature!(can!be!improved)!
–  Can!be!fragile!to!de=als!

•  Lots!of!work!to!do!
•  DNN!training!is!s=ll!in!an!“arcane”!state!

–  We!don’t!understand!DNNs!very!deeply!

•  Current!work!
–  Kernel!interpreta=on!of!Maxout!networks!
–  Improving!core!algorithms!like!dropout!


